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Software License Agreement: Terms and Conditions

The media and/or any online materials accompanying
this book that are available now or in the future contain
programs and/or text files (the "Software") to be used in
connection with the book. SYBEX hereby grants to you
a license to use the Software, subject to the terms that
follow. Your purchase, acceptance, or use of the Soft-
ware will constitute your acceptance of such terms.
The Software compilation is the property of SYBEX
unless otherwise indicated and is protected by copyright
to SYBEX or other copyright owner(s) as indicated in
the media files (the "Owner(s)"). You are hereby
granted a single-user license to use the Software for your
personal, noncommercial use only. You may not repro-
duce, sell, distribute, publish, circulate, or commercially
exploit the Software, or any portion thereof, without the
written consent of SYBEX and the specific copyright
owner(s) of any component software included on this
media.

In the event that the Software or components include
specific license requirements or end-user agreements,
statements of condition, disclaimers, limitations or war-
ranties ("End-User License"), those End-User Licenses
supersede the terms and conditions herein as to that par-
ticular Software component. Your purchase, accep-
tance, or use of the Software will constitute your
acceptance of such End-User Licenses.

By purchase, use or acceptance of the Software you fur-
ther agree to comply with all export laws and regula-
tions of the United States as such laws and regulations
may exist from time to time.

Software Support

Components of the supplemental Software and any
offers associated with them may be supported by the
specific Owner(s) of that material, but they are not sup-
ported by SYBEX. Information regarding any available
support may be obtained from the Owner(s) using the
information provided in the appropriate read.me files or
listed elsewhere on the media.

Should the manufacturer(s) or other Owner(s) cease to
offer support or decline to honor any offer, SYBEX
bears no responsibility. This notice concerning support
for the Software is provided for your information only.
SYBEX is not the agent or principal of the Owner(s),
and SYBEX is in no way responsible for providing any
support for the Software, nor is it liable or responsible
for any support provided, or not provided, by the
Owner(s).

Warranty

SYBEX warrants the enclosed media to be free of phys-
ical defects for a period of ninety (90) days after pur-
chase. The Software is not available from SYBEX in any
other form or media than that enclosed herein or posted
to www.sybex.com. If you discover a defect in the

media during this warranty period, you may obtain a
replacement of identical format at no charge by sending
the defective media, postage prepaid, with proof of pur-
chase to:

SYBEX Inc.

Product Support Department
1151 Marina Village Parkway
Alameda, CA 94501

Web: http://www.sybex.com

After the 90-day period, you can obtain replacement
media of identical format by sending us the defective
disk, proof of purchase, and a check or money order for
$10, payable to SYBEX.

Disclaimer

SYBEX makes no warranty or representation, either
expressed or implied, with respect to the Software or its
contents, quality, performance, merchantability, or fit-
ness for a particular purpose. In no event will SYBEX,
its distributors, or dealers be liable to you or any other
party for direct, indirect, special, incidental, consequen-
tial, or other damages arising out of the use of or inabil-
ity to use the Software or its contents even if advised of
the possibility of such damage. In the event that the Soft-
ware includes an online update feature, SYBEX further
disclaims any obligation to provide this feature for any
specific duration other than the initial posting.

The exclusion of implied warranties is not permitted by
some states. Therefore, the above exclusion may not
apply to you. This warranty provides you with specific
legal rights; there may be other rights that you may have
that vary from state to state. The pricing of the book
with the Software by SYBEX reflects the allocation of
risk and limitations on liability contained in this agree-
ment of Terms and Conditions.

Shareware Distribution

This Software may contain various programs that are
distributed as shareware. Copyright laws apply to both
shareware and ordinary commercial software, and the
copyright Owner(s) retains all rights. If you try a share-
ware program and continue using it, you are expected to
register it. Individual programs differ on details of trial
periods, registration, and payment. Please observe the
requirements stated in appropriate files.

Copy Protection

The Software in whole or in part may or may not be
copy-protected or encrypted. However, in all cases,
reselling or redistributing these files without authoriza-
tion is expressly forbidden except as specifically pro-
vided for by the Owner(s) therein.
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Introduction

Welcome to the exciting world of Cisco certification! You have picked up this book because you
want something better—namely, a better job with more satisfaction. Rest assured that you have
made a good decision. Cisco certification can help you get your first networking job, or more
money and a promotion if you are already in the field.

Cisco certification can also improve your understanding of the internetworking of more than
just Cisco products: You will develop a complete understanding of networking and how differ-
ent network topologies work together to form a network. This is beneficial to every networking
job and is the reason Cisco certification is in such high demand, even at companies with few
Cisco devices.

Cisco is the king of routing and switching, the Microsoft of the internetworking world. The
Cisco certifications reach beyond the popular certifications, such as the MCSE and CNE, to
provide you with an indispensable factor in understanding today’s network—insight into the
Cisco world of internetworking. By deciding that you want to become Cisco certified, you are
saying that you want to be the best—the best at routing and the best at switching. This book will
lead you in that direction.

) For updates covering additions or modifications to the CCNA exam, as well as
TE additional study tools, be sure to visit the Sybex website at www.sybex.com.

Cisco—A Brief History

Many readers may already be familiar with Cisco and what they do. However, those of you who
are new to the field, just coming in fresh from your MCSE, and those of you who maybe have
10 or more years in the field but wish to brush up on the new technology may appreciate a little
background on Cisco.

In the early 1980s, Len and Sandy Bosack, a married couple who worked in different com-
puter departments at Stanford University, were having trouble getting their individual systems
to communicate (like many married people). So in their living room they created a gateway
server that made it easier for their disparate computers in two different departments to com-
municate using the IP protocol. In 1984, they founded cisco Systems (notice the small ¢) with
a small commercial gateway server product that changed networking forever. Some people
think the name was intended to be San Francisco Systems but the paper got ripped on the way
to the incorporation lawyers—who knows? In 1992, the company name was changed to Cisco
Systems, Inc.

The first product the company marketed was called the Advanced Gateway Server (AGS).
Then came the Mid-Range Gateway Server (MGS), the Compact Gateway Server (CGS), the Inte-
grated Gateway Server (IGS), and the AGS+. Cisco calls these “the old alphabet soup products.”

In 1993, Cisco came out with the amazing 4000 router and then created the even more amazing
7000, 2000, and 3000 series routers. These are still around and evolving (almost daily, it seems).
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Cisco has since become an unrivaled worldwide leader in networking for the Internet. Its
networking solutions can easily connect users who work from diverse devices on disparate
networks. Cisco products make it simple for people to access and transfer information with-
out regard to differences in time, place, or platform.

In the big picture, Cisco provides end-to-end networking solutions that customers can use to
build an efficient, unified information infrastructure of their own or to connect to someone
else’s. This is an important piece in the Internet/networking—industry puzzle because a common
architecture that delivers consistent network services to all users is now a functional imperative.
Because Cisco Systems offers such a broad range of networking and Internet services and capa-
bilities, users who need to regularly access their local network or the Internet can do so unhin-
dered, making Cisco’s wares indispensable.

Cisco answers this need with a wide range of hardware products that form information net-
works using the Cisco Internetwork Operating System (IOS) software. This software provides
network services, paving the way for networked technical support and professional services to
maintain and optimize all network operations.

Along with the Cisco I0S, one of the services Cisco created to help support the vast amount
of hardware it has engineered is the Cisco Certified Internetwork Expert (CCIE) program,
which was designed specifically to equip people to effectively manage the vast quantity of
installed Cisco networks. The business plan is simple: If you want to sell more Cisco equipment
and have more Cisco networks installed, ensure that the networks you install run properly.

Clearly, having a fabulous product line isn’t all it takes to guarantee the huge success that
Cisco enjoys—lots of companies with great products are now defunct. If you have complicated
products designed to solve complicated problems, you need knowledgeable people who are fully
capable of installing, managing, and troubleshooting them. That part isn’t easy, so Cisco began
the CCIE program to equip people to support these complicated networks. This program,
known colloquially as the Doctorate of Networking, has also been very successful, primarily
due to its extreme difficulty. Cisco continuously monitors the program, changing it as it sees fit,
to make sure that it remains pertinent and accurately reflects the demands of today’s internet-
working business environments.

Building upon the highly successful CCIE program, Cisco Career Certifications permit
you to become certified at various levels of technical proficiency, spanning the disciplines
of network design and support. So, whether you’re beginning a career, changing careers,
securing your present position, or seeking to refine and promote your position, this is the
book for you!

Cisco’s Network Support Certifications

Initially, to secure the coveted CCIE, you took only one test and then you were faced with the
(extremely difficult) lab, an all-or-nothing approach that made it tough to succeed. In response,
Cisco created a series of new certifications to help you get the coveted CCIE, as well as aid pro-
spective employers in measuring skill levels. With these new certifications, which make for a
better approach to preparing for that almighty lab, Cisco opened doors that few were allowed
through before. So, what are these stepping-stone certifications and how do they help you get
your CCIE?
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Cisco Certified Network Associate (CCNA)

The CCNA certification was the first in the new line of Cisco certifications, and was the precursor
to all current Cisco certifications. Now, you can become a Cisco Certified Network Associate for
the meager cost of this book, plus $125 for the test. And you don’t have to stop there—you can
choose to continue with your studies and achieve a higher certification, called the Cisco Certified
Network Professional (CCNP). Someone with a CCNP has all the skills and knowledge he or she
needs to attempt the CCIE lab. However, because no textbook can take the place of practical
experience, we’ll discuss what else you need to be ready for the CCIE lab shortly.

Why Become a CCNA?

Cisco, not unlike Microsoft or Novell, has created the certification process to give administra-
tors a set of skills and to equip prospective employers with a way to measure skills or match cer-
tain criteria. Becoming a CCNA can be the initial step of a successful journey toward a new,
highly rewarding, and sustainable career.

The CCNA program was created to provide a solid introduction not only to the Cisco Inter-
network Operating System (IOS) and Cisco hardware, but also to internetworking in general,
making it helpful to you in areas that are not exclusively Cisco’s. At this point in the certification
process, it’s not unrealistic to imagine that future network managers—even those without Cisco
equipment—could easily require Cisco certifications for their job applicants.

If you make it through the CCNA and are still interested in Cisco and internetworking,
you’re headed down a path to certain success.

What Skills Do You Need to Become a CCNA?

To meet the CCNA certification skill level, you must be able to understand or do the following;:

= Install, configure, and operate simple-routed LAN, routed WAN, and switched Virtual
LAN (VLAN) networks.

= Understand and be able to configure IP, IGRP, EIGRP, OSPF, serial interfaces, Frame
Relay, IP RIP, VLANSs, Ethernet, and access lists.

= Install and/or configure a network.

= Optimize WAN through Internet-access solutions that reduce bandwidth and WAN
costs, using features such as filtering with access lists, bandwidth on demand (BOD), and
dial-on-demand routing (DDR).

How Do You Become a CCNA?

The way to become a CCNA is to pass one little test (CCNA exam 640-801). Then—poof!—
you’re a CCNA. (Don’t you wish it were that easy?) True, it’s just one test, but you still have
to possess enough knowledge to understand what the test writers are saying (and to read
between the lines—trust me).

However, Cisco has announced a two-step process that you can take in order to become a
CCNA that may be easier then taking one longer exam. These tests are:

=  Exam 640-811: Interconnecting Cisco Networking Devices (ICND)
=  Exam 640-821: Introduction to Cisco Networking Technologies (INTRO)
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) You spend more money if you take these two exams instead of the 640-801
TE exam, but it may be easier to break up the exam into two smaller exams.
That’s a personal choice. Understand that this book is designed to prepare
you to pass the 640-801 exam, although it will likely help you pass both
640-811 and 640-821 as well.

I can’t stress this enough—it’s critical that you have some hands-on experience with Cisco
routers. If you can get hold of some 2500 or 2600 series routers, you’re set. But if you can’t,
we’ve worked hard to provide hundreds of configuration examples throughout this book to
help network administrators (or people who want to become network administrators) learn
what they need to know to pass the CCNA exam.

One way to get the hands-on router experience you’ll need in the real world is to attend
one of the seminars offered by GlobalNet Training Solutions, Inc., which is owned and run
by myself. The seminars are 5 days and 11 days long and will teach you everything you need
to become a CCNA (or even a CCNP and CCSP). Each student gets hands-on experience by
configuring at least three routers and two switches. See www.globalnettraining. com for
more information.

% For hands-on training with Todd Lammle, please see

TE www.globalnettraining.com.

Cisco Certified Network Professional (CCNP)

So you’re thinking, “Great, what do I do after I get my CCNA?” Well, if you want to become
a CCIE in Routing and Switching (the most popular certification), understand that there’s more
than one path to that much-coveted CCIE certification. The first way is to continue studying
and become a Cisco Certified Network Professional (CCNP), which means four more tests in
addition to the CCNA certification.

The CCNP program will prepare you to understand and comprehensively tackle the inter-
networking issues of today and beyond—and it is not limited to the Cisco world. You will
undergo an immense metamorphosis, vastly increasing your knowledge and skills through the
process of obtaining these certifications.

While you don’t need to be a CCNP or even a CCNA to take the CCIE lab, it’s extremely
helpful if you already have these certifications.

What Skills Do You Need to Become a CCNP?

Cisco demands a certain level of proficiency for its CCNP certification. In addition to mastering
the skills required for the CCNA, you should be able to do the following:

= Install, configure, operate, and troubleshoot complex routed LAN, routed WAN, and
switched LAN networks, along with dial-access services.
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= Understand complex networks, such as IP, IGRP, IPX, async routing, AppleTalk, extended
access lists, IP RIP, route redistribution, IPX RIP, route summarization, OSPF, VLSM, BGP,
serial, IGRP, Frame Relay, ISDN, ISL, X.25, DDR, PSTN, PPP, VLANSs, Ethernet, ATM
LAN emulation, access lists, 802.10, FDDI, and transparent and translational bridging.

= Install and/or configure a network to increase bandwidth, attain quicker network response
times, and improve reliability and quality of service.

*  Maximize performance through campus LANs, routed WANSs, and remote access.
= Improve network security.

= Create a global intranet.

= Provide access security to campus switches and routers.

= Provide increased switching and routing bandwidth—end-to-end resiliency services.

=  Provide custom queuing and routed priority services.

How Do You Become a CCNP?

After becoming a CCNA, the four exams you must take to get your CCNP are as follows:

) Sybex has a full complement of CCNP Study Guides. Visit www. sybex . com for
TE more information.

Exam 642-801: Building Scalable Cisco Internetworks (BSCI) This exam continues to build
on the fundamentals learned in the CCNA course. It focuses on large multiprotocol internet-
works and how to manage them with access lists, queuing, tunneling, route distribution, route
maps, BGP, EIGRP, OSPF, and route summarization.

Exam 642-811: Building Cisco Multilayer Switched Networks (BCMSN) This exam tests
your knowledge of the Cisco Catalyst switches.

Exam 642-821: Building Cisco Remote Access Networks (BCRAN) This exam determines
whether you really understand how to install, configure, monitor, and troubleshoot Cisco ISDN
and dial-up-access products. You must understand PPP, ISDN, Frame Relay, and authentication.

Exam 642-831: Cisco Internet Troubleshooting (CIT) This exam tests you extensively on the
Cisco troubleshooting skills needed for Ethernet and Token Ring LANs, IP, IPX, and AppleTalk
networks, as well as ISDN, PPP, and Frame Relay networks.

) www. routersim.comhas a complete Cisco router simulator for all CCNP exams.
TE

And if you hate tests, you can take fewer of them by signing up for the CCNA exam and the
BCRAN and the CIT exams, and then taking just one more long exam called the Composite exam
(642-891). Doing this also gives you your CCNP, but beware—it’s a really long test that fuses all
the material from the BSCI and BCMSN exams into one exam and costs $187.50. Good luck!
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Remember that test objectives and tests can change at any time without notice.
P Always check the Cisco website for the most up-to-date information.

Cisco Certified Internetwork Expert (CCIE)

You’ve become a CCNP, and now your sights are fixed on getting your Cisco Certified Internetwork
Expert (CCIE). What do you do next? Cisco recommends a minimum of two years of on-the-job
experience for those seeking their CCIE. After jumping that hurdle, you then have to pass the written
CCIE Qualification Exam before taking the actual lab.

How Do You Become a CCIE?

There are actually four CCIE certifications, and you must pass a written exam for each one of
them before attempting the hands-on lab:

CCIE Service Provider The CCIE Communications and Services track covers IP and IP routing,
optical networking, DSL, dial, cable, wireless, WAN switching, content networking, and voice.

CCIE Routing and Switching The CCIE Routing and Switching track covers IP and IP rout-
ing, non-IP desktop protocols such as IPX, and bridge- and switch-related technologies.

CCIE Security The CCIE Security track covers IP and IP routing as well as specific expert secu-
rity components and maintenance on large internetworks.

CCIE Voice The CCIE Voice track covers the technologies and applications that make up a
Cisco Enterprise VoIP solution.

Once you decide what CCIE track you are going to follow, here are the steps you should follow:

1. Attend the GlobalNet Training CCIE hands-on lab program described at
www.globalnettraining.com. (Cisco doesn’t actually recommend this step, but I do!)

2. Dass the qualification exam, administered by Prometric or Pearson VUE. (This costs $300
per exam, so hopefully you’ll pass it the first time.)

3. DPass the one-day, hands-on lab at Cisco. This costs $1,250 per lab, and many people fail
it two or more times. Some people never make it through—it’s very difficult. Cisco has
added and deleted testing sites, so it’s best to check the Cisco website for the most current
information and testing locations. Take into consideration that you might just need to add
travel costs to that $1,250!

Cisco’s Network Design Certifications

In addition to the network support certifications, Cisco has created another certification track
for network designers. The two certifications within this track are the Cisco Certified Design
Associate (CCDA) and Cisco Certified Design Professional (CCDP) certifications. If you’re
reaching for the CCIE stars, we highly recommend the CCNP and CCDP certifications before
attempting the lab (or attempting to advance your career).
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The certifications will give you the knowledge you need to design routed LAN, routed WAN,
and switched LAN and ATM LANE networks.

Cisco Certified Design Associate (CCDA)

To become a CCDA, you must pass the Design exam (640-861). To pass this test, you must
understand how to do the following:

= Design simple routed LAN, routed WAN, and switched LAN and ATM LANE networks.
= Use Network-layer addressing.

= Filter with access lists.

= Use and propagate VLAN.

= Size networks.

4 The CCDA: Cisco Certified Design Associate Study Guide, 2nd Edition
P (Sybex, 2003) is the most cost-effective way to study for and pass your
CCDA exam.

Cisco Certified Design Professional (CCDP)

To get your CCDP, you first get your CCNA or CCDA certification. Then you must take the
Designing Cisco Network Service Architectures (642-871) exam, in addition to the BSCI and
BCMSN exams, which were discussed earlier.

CCDP certification skills include the following:

= Designing complex routed LAN, routed WAN, and switched LAN and ATM LANE
networks

*  Building upon the base level of the CCDA technical knowledge
CCDPs must also demonstrate proficiency in the following:

= Network-layer addressing in a hierarchical environment

*  Traffic management with access lists

*  Hierarchical network design

=  VLAN use and propagation

= Performance considerations: required hardware and software; switching engines; memory,
cost, and minimization

Cisco Certified Security Professional (CCSP)

Like the CCNP and CCDP, the CCSP was created to provide evidence of your technical
worth in the area of security. The CCSP certification provides you with a way to demon-
strate your skills in security by using Cisco gear, specifically IDS, PIX Firewall, and VPN
Concentrators.
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How Do You Become a CCSP?

You have to pass five exams to get your CCSP:

Exam 642-501: Securing Cisco IOS Networks (SECUR) This exam is the first test in the
series that provides a background in securing Cisco IOS networks. Not only is this exam part
of the CCSP certification track, it is also part of the Cisco Firewall Specialist, Cisco VPN Spe-
cialist, and Cisco IDS Specialist certifications, which are discussed below. To pass this exam,
you must understand how to plug the holes in a Cisco 10S network.

Exam 642-521: Cisco Secure PIX Firewall Advanced (CSPFA) This is one of the exams asso-
ciated with the Cisco Certified Security Professional and the Cisco Firewall Specialist certifica-
tions. To pass the CSPFA exam, you must be able to describe, configure, verify, and manage the
PIX Firewall product family.

Exam 643-531: Cisco Secure Intrusion Detection System (CSIDS) This exam is needed to
achieve your CCSP or the Cisco IDS Specialist certification. To pass the Cisco Security Intrusion
Detection System exam, you must understand and have the skills needed to design, install, and
configure a Cisco Intrusion Protection solution for small, medium, and enterprise networks.

Exam 642-511: Cisco Secure Virtual Networks (CSVPN) This is one of the exams associated
with the CCSP and the Cisco VPN Specialist certifications. To pass this exam, you need to have
the experience and ability to describe, configure, verify, and manage the Cisco PN 3000 Con-
centrator, Cisco VPN Software Client, and Cisco VPN 3002 Hardware Client feature set.

Exam 642-541: Cisco SAFE Implementation (CSI) The Cisco SAFE Implementation (CSI)

exam is used only in the CCSP certification track. To pass the SAFE Implementation exam, you must
be able to use and implement the principles and axioms presented in the SAFE Small, Midsize and
Remote (SMR) User White Paper, which can be found at www. cisco.com/go/safe. In addition to
the white paper, you must be able to create a complete end-to-end solution using Cisco IOS routers,
PIX Firewalls, VPN Concentrators, Cisco IDS Sensors, Cisco Host IDS, and the Cisco VPN Client.

) The CCSP: Securing Cisco 10S Networks Study Guide (Sybex, 2003) will help
TE you pass exam 642-501. In addition, Sybex has released the CCSP: Secure PIX

and Secure VPN Study Guide (Sybex, 2004) and the CCSP Secure Intrusion

Detection and SAFE Implementation Study Guide (Sybex, 2004) to help you
study for the other four CCSP exams. See www. sybex.comfor more information.

Cisco Security Specializations

There are quite a few new Cisco security specializations certifications offered.

Cisco security specializations certifications focus on the growing need for knowledgeable
network professionals who can implement complete security solutions. All of these new Cisco
specialist security certifications require a valid CCNA:

Cisco Firewall Specialist To achieve your Cisco Firewall Specialist certification, you must be
able to secure a network access using Cisco I0S Software and Cisco PIX Firewall technologies.
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The two exams you must pass to achieve the Cisco Firewall Specialist certification are Securing
Cisco IOS Networks (642-501) and Cisco Secure PIX Firewall Advanced (CSPFA 642-521).

Cisco IDS Specialist To achieve your IDS specialist certifications, you must be able to both operate
and monitor Cisco I0S Software and IDS technologies to detect and respond to intrusion activities.
The two exams you must pass to achieve the Cisco IDS Specialist certification are Securing Cisco IOS
Networks (642-501) and Cisco Secure Intrusion Detection System (CSIDS 643-531).

Cisco VPN Specialist To achieve your VPN certification, you must have the knowledge to
configure VPNs across shared public networks using Cisco IOS Software and Cisco VPN
3000 Series Concentrator technologies. The two exams you must pass to achieve the Cisco
VPN Specialist certification are Securing Cisco IOS Networks (642-501) and Cisco Secure
Virtual Networks (CSVPN 642-511).

TE specializations Cisco offers. Visit Cisco’s site for a complete list of the tracks

%)’ In addition to these security specializations, there are a number of other
they offer.

What Does This Book Cover?

This book covers everything you need to know in order to become CCNA certified. However,
taking the time to study and practice with routers or a router simulator is the real key to success.

)’ Most of the Hands-on Labs in the book assume that you have Cisco routers to
A@TE play with. If you don’t you can purchase the CCNA Virtual Lab, Platinum Edition
from Sybex, or the more robust Virtual Lab from www. routersim.com. Both
products will assist you in completing all of the Hands-on Labs.

The information you will learn in this book, and need to know for the CCNA exam, is listed
in the following bullet points:

= Chapter 1 introduces you to internetworking. You will learn the basics of the Open Systems
Interconnection (OSI) model the way Cisco wants you to learn it. Ethernet networking and
standards are discussed in detail in this chapter as well. There are written labs and plenty
of review questions to help you. Do not skip the labs in this chapter!

= Chapter 2 provides you with the background necessary for success on the exam as well as
in the real world by discussing TCP/IP. This in-depth chapter covers the very beginnings of
the Internet Protocol stack and then goes all the way to IP addressing and understanding the
difference between a network address and broadcast address.

=  Chapter 3 introduces you to subnetting. You will be able to subnet a network in your head
after reading this chapter. In addition, you’ll learn about Variable Length Subnet Masks
(VLSMs) and how to design a network using VLSM. Plenty of help is found in this chapter
if you do not skip the Written Lab and Review Questions.
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= Chapter 4 introduces you to the Cisco Internetwork Operating System (I0S) and command-
line interface (CLI). In this chapter you will learn how to turn on a router and configure the
basics of the I0S, including setting passwords, banners, and more. IP configuration will be
discussed and a Hands-on Lab will help you gain a firm grasp of the concepts taught in the
chapter. Before you go through the Hands-on Labs, be sure to complete the Written Labs and
Review Questions.

= Chapter 5 teaches you about IP routing. This is a fun chapter, because you will begin to
build your network, add IP addresses, and route data between routers. You will also learn
about static, default, and dynamic routing using RIP and IGRP. Written and Hands-on
Labs will help you understand IP routing to the fullest.

=  Chapter 6 dives into the more complex dynamic routing with Enhanced IGRP and OSPF
routing. The Written Labs, Hands-on Labs, and Review Questions will help you master
these routing protocols.

= Chapter 7 gives you a background on layer 2 switching and how switches perform
address learning and make forwarding and filtering decisions. Network loops and how
to avoid them with the Spanning Tree Protocol (STP) will be discussed, as well as the dif-
ferent LAN switch types used by Cisco switches. Go through the Written Labs and
Review Questions as well as the Hands-on Labs to learn how to configure basic layer 2
switching on an internetwork.

= Chapter 8 covers virtual LANs and how you can use them in your internetwork.
This chapter also covers the nitty-gritty of VLANSs and the different concepts and pro-
tocols used with VLANs. The Written Lab and Review Questions will reinforce the
VLAN material.

= Chapter 9 provides you with the management skills needed to run a Cisco IOS network.
Backing up and restoring the IOS, as well as router configuration, is covered, as are the
troubleshooting tools necessary to keep a network up and running. Before performing
the Hands-on Labs in this chapter, complete the Written Labs and Review Questions.

= Chapter 10 covers access lists, which are created on routers to filter the network. IP
standard, extended, and named access lists are covered in detail. Written and Hands-
on Labs, along with Review Questions, will help you study for the access-list portion
of the CCNA exam.

=  Chapter 11 concentrates on Cisco wide area network (WAN) protocols. This chapter
covers HDLC, PPP, Frame Relay, and ISDN in depth. You must be proficient in all
these protocols to be successful on the CCNA exam. Do not skip the Written Lab,
Review Questions, or Hands-on Labs found in this chapter.

= Appendix A lists all the Cisco IOS commands used in this book. It is a great reference if you
need to look up what a certain command does and is used for.

=  The Glossary is a handy resource for Cisco terms. This is a great tool for understanding
some of the more obscure terms used in this book.
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How to Use This Book

If you want a solid foundation for the serious effort of preparing for the Cisco Certified Net-
work Associate (CCNA) exam, then look no further. I have spent hundreds of hours putting
together this book with the sole intention of helping you to pass the CCNA exam and learn how
to configure Cisco routers and switches.

This book is loaded with valuable information, and you will get the most out of your study-
ing time if you understand how I put the book together.

To best benefit from this book, I recommend the following study method:

1. Take the assessment test immediately following this introduction. (The answers are at the end
of the test.) It’s OK if you don’t know any of the answers; that is why you bought this book!
Carefully read over the explanations for any question you get wrong and note which chapters
the material comes from. This information should help you plan your study strategy.

2. Study each chapter carefully, making sure that you fully understand the information and
the test objectives listed at the beginning of each chapter. Pay extra-close attention to any
chapter where you missed questions in the assessment test.

3. Complete each Written Lab at the end of each chapter. Do not skip this written exercise, as
it directly relates to the CCNA exam and what you must glean from the chapter you just read.
Do not just skim this lab! Make sure you understand completely the reason for each answer.

4. Complete all Hands-on Labs in the chapter, referring to the text of the chapter so that you
understand the reason for each step you take. If you do not have Cisco equipment available,
be sure to study the examples carefully, or check out the Sybex CCNA Virtual Lab, Platinum
Edition for router simulator software that provides drag-and-drop networking configura-
tions. This will help you gain hands-on experience configuring Cisco routers and switches.

%{ | also provide a more robust version of the Virtual Lab at www. routersim.com.
TE

5. Answer all of the Review Questions related to that chapter. (The answers appear at the end
of the chapter.) Note the questions that confuse you and study those sections of the book
again. Do not just skim these questions! Make sure you understand completely the reason
for each answer.

6. Tryyour hand at the Bonus exams that are included on the companion CD. The questions in
these exams appear only on the CD. This will give you a complete overview of the type of
questions you can expect to see on the real CCNA exam. Check outwww. routersim. com for
more Cisco exam prep questions.

7. Also on the companion CD is a software simulation program called CertSim that will help
you prepare for the new simulation questions on the CCNA 640-801 exam. This will really
help you understand the feel of the actual CCNA exam simulation questions, so don’t skip
this valuable study tool.

8. Test yourself using all the flashcards on the CD. These are brand new and updated flash-
card programs to help you prepare for the CCNA exam. These are a great study tool!
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The electronic flashcards can be used on your Windows computer, Pocket PC,
P or on your Palm device.

9. Make sure you read the Exam Essentials section at the end of the chapters. Appendix A lists
all the commands used in the book, including an explanation for each command. The Glos-
sary defines all of the Key Terms as well as other terms that a CCNA should know.

To learn every bit of the material covered in this book, you’ll have to apply yourself regu-
larly, and with discipline. Try to set aside the same time period every day to study, and select a
comfortable and quiet place to do so. If you work hard, you will be surprised at how quickly
you learn this material.

If you follow the steps listed above, and really study and practice the Review Questions,
Bonus exams, electronic flashcards, and Written and Hands-on Labs, it would be hard to fail
the CCNA exam.

What'’s on the CD?

We worked hard to provide some really great tools to help you with your certification process.
All of the following tools should be loaded on your workstation when studying for the test.

The Sybex Test Preparation Software

The test preparation software prepares you to pass the CCNA exam. In this test engine, you will
find all the review and assessment questions from the book, plus four additional bonus exams
that appear exclusively on the CD.

Please visit the Cisco training and certification website at http://www.cisco.com/
TE en/US/Tearning/1e3/learning_career_certifications_and_learning_paths_

home.htm1 for the latest exam information.

RouterSim’s CertSim

In addition to multiple-choice and drag-and-drop questions, Cisco has included some questions
on the CCNA exam that simulate working on routers and switches in a network environment.
In response, we have included a simulation question program called CertSim on our test engine.
We designed our program to help further your hands-on networking skills and better prepare
you for when you are faced with a simulation question at the testing center.

The new RouterSim CertSim product simulates the new CCNA exam with multiple-choice,
drag-and-drop, and simulation questions. This is a valuable study tool, so do not skip this prod-
uct when studying for your CCNA exam!
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THE CCNA EXAM TOPICS COVERED IN THIS
CHAPTER INCLUDE THE FOLLOWING:

v" TECHNOLOGY
Describe network communications using layered models

Compare and contrast key characteristics of LAN
environments

Describe the components of network devices

Evaluate rules for packet control



Welcome to the exciting world of internetworking. This first
chapter will really help you understand the basics of internet-
working by focusing on how to connect networks together using
Cisco routers and switches. First, you need to know exactly what an internetwork is, right? You
create an internetwork when you take two or more LANs or WANSs and connect them via a
router, and configure a logical network addressing scheme with a protocol such as IP.

I’ll be covering these four topics in this chapter:

= Internetworking basics

= Network segmentation

=  How bridges, switches, and routers are used to physically segment a network
=  How routers are employed to create an internetwork

I’'m also going to dissect the Open Systems Interconnection (OSI) model and describe each
part to you in detail, because you really need a good grasp of it for the solid foundation you’ll
build your networking knowledge upon. The OSI model has seven hierarchical layers that were
developed to enable different networks to communicate reliably between disparate systems.
Since this book is centering upon all things CCNA, it’s crucial for you to understand the OSI
model as Cisco sees it, so that’s how I’ll be presenting the seven layers of the OSI model to you.

Since there’s a bunch of different types of devices specified at the different layers of the OSI
model, it’s also very important to understand the many types of cables and connectors used for
connecting all those devices to a network. We’ll go over cabling Cisco devices, discussing how
to connect to a router or switch along with Ethernet LAN technologies, and even how to con-
nect a router or switch with a console connection.

We’ll finish the chapter by discussing the Cisco three-layer hierarchical model that was devel-
oped by Cisco to help you design, implement, and troubleshoot internetworks.

After you finish reading this chapter, you’ll encounter 20 review questions and three written
labs. These are given to you to really lock the information from this chapter into your memory.
So don’t skip them!

Internetworking Basics

Before we explore internetworking models and the specifications of the OSI reference model,
you’ve got to understand the big picture and learn the answer to the key question, “Why is it
so important to learn Cisco internetworking?”
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Networks and networking have grown exponentially over the last 15 years—understandably
so. They’ve had to evolve at light speed just to keep up with huge increases in basic mission-
critical user needs such as sharing data and printers, as well as more advanced demands such as
video conferencing. Unless everyone who needs to share network resources is located in the
same office area (an increasingly uncommon situation), the challenge is to connect the some-
times many relevant networks together so all users can share the networks’ wealth.

It’s also likely that at some point, you’ll have to break up one large network into a number of
smaller ones because user response has dwindled to a trickle as the network grew and grew and
LAN traffic congestion reached overwhelming proportions. Breaking up a larger network into
a number of smaller ones is called network segmentation, and it’s accomplished using routers,
switches, and bridges.

Possible causes of LAN traffic congestion are

=  Too many hosts in a broadcast domain

=  Broadcast storms

*  Multicasting

=  Low bandwidth

= Adding hubs for connectivity to the network

= Alarge amount of ARP or IPX traffic (IPX is a Novell routing protocol that is like IP, but
really, really chatty)

Routers are used to connect networks together and route packets of data from one network to
another. Cisco became the de facto standard of routers because of their high-quality router prod-
ucts, great selection, and fantastic service. Routers, by default, break up a broadcast domain,
which is the set of all devices on a network segment that hear all broadcasts sent on that segment.
Breaking up a broadcast domain is important because when a host or server sends a network
broadcast, every device on the network must read and process that broadcast—unless you’ve got
a router. When the router’s interface receives this broadcast, it can respond by basically saying
“Thanks, but no thanks,” and discard the broadcast without forwarding it on to other networks.
Even though routers are known for breaking up broadcast domains by default, it’s important to
remember that they break up collision domains as well.

Two advantages of using routers in your network are

= They don’t forward broadcasts by default.

*  They can filter the network based on layer 3 (Network layer) information (i.e., IP address).
Four router functions in your network can be listed as

= Packet switching

= Packet filtering

= Internetwork communication

= Path selection

Remember that routers are really switches, but they’re actually what we call layer 3 switches
(we’ll talk about layers later in this chapter). Unlike layer 2 switches that forward or filter frames,
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routers (layer 3 switches) use logical addressing and provide what is called packet switching.
Routers can also provide packet filtering by using access-lists (discussed in Chapter 10), and when
routers connect two or more networks together and use logical addressing (IP), this is called an
internetwork. Lastly, routers use a routing table (map of the internetwork) to make path selections
and to forward packets to remote networks.

Conversely, switches aren’t used to create internetworks, they’re employed to add func-
tionality to an internetwork LAN. The main purpose of a switch is to make a LAN work
better—to optimize its performance—providing more bandwidth for the LAN’s users. And
switches don’t forward packets to other networks as routers do. Instead, they only “switch”
frames from one port to another within the switched network. Okay, you may be thinking,
“Wait a minute, what are frames and packets?” I’ll tell you all about them later in this
chapter, I promise!

By default, switches break up collision domains. This is an Ethernet term used to describe
a network scenario wherein one particular device sends a packet on a network segment,
forcing every other device on that same segment to pay attention to it. At the same time,
a different device tries to transmit, leading to a collision, after which both devices must
retransmit, one at a time. Not very efficient! This situation is typically found in a hub
environment where each host segment connects to a hub that represents only one collision
domain and only one broadcast domain. By contrast, each and every port on a switch
represents its own collision domain.

) Switches create separate collision domains, but a single broadcast domain.
TE Routers provide a separate broadcast domain for each interface.

The term bridging was introduced before routers and hubs were implemented, so it’s pretty
common to hear people referring to bridges as “switches.” That’s because bridges and switches
basically do the same thing—break up collision domains on a LAN. So what this means is that a
switch is basically just a multiple-port bridge with more brainpower, right? Well, pretty much, but
there are differences. Switches do provide this function, but they do so with greatly enhanced man-
agement ability and features. Plus, most of the time, bridges only had two or four ports. Yes, you
could get your hands on a bridge with up to 16 ports, but that’s nothing compared to the hundreds
available on some switches!

) You would use a bridge in a network to reduce collisions within broadcast
TE domains and to increase the number of collision domains in your network.
Doing this provides more bandwidth for users. And keep in mind that using
hubs in your network can contribute to congestion on your Ethernet network.
As always, plan your network design carefully!

Figure 1.1 shows how a network would look with all these internetwork devices in place.
Remember that the router will not only break up broadcast domains for every LAN interface,
but break up collision domains as well.
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FIGURE 1.1 Internetworking devices
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When you looked at Figure 1.1, did you notice that the router is found at center stage, and
that it connects each physical network together? We have to use this layout because of the older
technologies involved—Dbridges and hubs. Once we have only switches in our network, things
change a lot! The LAN switches would then be placed at the center of the network world and
the routers would be found connecting only logical networks together. If 've implemented
this kind of setup, I've created virtual LANs (VLANSs). Again, don’t stress—I’ll go over VLANs
thoroughly with you in Chapter 8, “Virtual LANs (VLANs).”

On the top network in Figure 1.1, you’ll notice that a bridge was used to connect the hubs
to a router. The bridge breaks up collision domains, but all the hosts connected to both hubs are
still crammed into the same broadcast domain. Also, the bridge only created two collision
domains, so each device connected to a hub is in the same collision domain as every other device
connected to that same hub. This is pretty lame, but it’s still better than having one collision
domain for all hosts.

Notice something else: the three hubs at the bottom that are connected also connect to the
router, creating one humongous collision domain and one humongous broadcast domain. This
makes the bridged network look much better indeed!
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) Although bridges are used to segment networks, they will notisolate broadcast
TE or multicast packets.

The best network connected to the router is the LAN switch network on the left. Why?
Because each port on that switch breaks up collision domains. But it’s not all good—all devices
are still in the same broadcast domain. Do you remember why this can be a really bad thing?
Because all devices must listen to all broadcasts transmitted, that’s why. And if your broadcast
domains are too large, the users have less bandwidth and are required to process more broad-
casts, and network response time will slow to a level that could cause office riots.

Obviously, the best network is one that’s correctly configured to meet the business require-
ments of the company it serves. LAN switches with routers, correctly placed in the network, are
the best network design. This book will help you understand the basics of routers and switches
so you can make tight, informed decisions on a case-by-case basis.

Let’s go back to Figure 1.1 again. Looking at the figure, how many collision domains and
broadcast domains are in this network? Hopefully, you answered nine collision domains
and three broadcast domains! The broadcast domains are definitely the easiest to see because
only routers break up broadcast domains by default. And since there are three connections,
that gives you three broadcast domains. But do you see the nine collision domains? Just in case
that’s a No, I'll explain. The all-hub network is one collision domain, the bridge network
equals three collision domains. Add in the switch network of five collision domains—one for
each switch port—and you’ve got a total of nine.

So now that you’ve gotten an introduction to internetworking, and the various devices that
live in an internetwork, it’s time to head into internetworking models.

@ Real World Scenario
Should I just replace all my hubs with switches?

You're a Network Administrator at a large company in San Jose. The boss comes to you and
says that he got your requisition to buy a switch and is not sure about approving the expense;
do you really need it?

Well, if you can, sure—why not? Switches really add a lot of functionality to a network that hubs
just don’t have. But most of us don’t have an unlimited budget. Hubs still can create a nice net-
work—that is, of course, if you design and implement the network correctly.

Let’s say that you have 40 users plugged into four hubs, 10 users each. At this point, the hubs
are all connected together so that you have one large collision domain and one large broadcast
domain. If you can afford to buy just one switch and plug each hub into a switch port, as well
as the servers into the switch, then you now have four collision domains and one broadcast
domain. Not great, but for the price of one switch, your network is a much better thing.

So, go ahead! Put that requisition in to buy all new switches. What do you have to lose?
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Internetworking Models

When networks first came into being, computers could typically communicate only with com-
puters from the same manufacturer. For example, companies ran either a complete DECnet
solution or an IBM solution—not both together. In the late 1970s, the Open Systems Intercon-
nection (OSI) reference model was created by the International Organization for Standardiza-
tion (ISO) to break this barrier.

The OSI model was meant to help vendors create interoperable network devices and soft-
ware in the form of protocols so that different vendor networks could work with each other.
Like world peace, it’ll probably never happen completely, but it’s still a great goal.

The OSI model is the primary architectural model for networks. It describes how data and
network information are communicated from an application on one computer, through the net-
work media, to an application on another computer. The OSI reference model breaks this
approach into layers.

In the following section, I am going to explain the layered approach and how we can use this
approach in helping us troubleshoot our internetworks.

The Layered Approach

A reference model is a conceptual blueprint of how communications should take place. It
addresses all the processes required for effective communication and divides these processes into
logical groupings called layers. When a communication system is designed in this manner, it’s
known as layered architecture.

Think of it like this: You and some friends want to start a company. One of the first things
you’ll do is sit down and think through what tasks must be done, who will do them, what order
they will be done in, and how they relate to each other. Ultimately, you might group these tasks
into departments. Let’s say you decide to have an order-taking department, an inventory
department, and a shipping department. Each of your departments has its own unique tasks,
keeping its staff members busy and requiring them to focus on only their own duties.

In this scenario, P’m using departments as a metaphor for the layers in a communication system.
For things to run smoothly, the staff of each department will have to trust and rely heavily upon the
others to do their jobs and competently handle their unique responsibilities. In your planning ses-
sions, you would probably take notes, recording the entire process to facilitate later discussions
about standards of operation that will serve as your business blueprint, or reference model.

Once your business is launched, your department heads, armed with the part of the blueprint
relating to their department, will need to develop practical methods to implement their assigned
tasks. These practical methods, or protocols, will need to be compiled into a standard operating
procedures manual and followed closely. Each of the various procedures in your manual will have
been included for different reasons and have varying degrees of importance and implementation.
If you form a partnership or acquire another company, it will be imperative that its business pro-
tocols—its business blueprint—match yours (or at least be compatible with it).

Similarly, software developers can use a reference model to understand computer communi-
cation processes and see what types of functions need to be accomplished on any one layer. If
they are developing a protocol for a certain layer, all they need to concern themselves with is the
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specific layer’s functions, not those of any other layer. Another layer and protocol will handle
the other functions. The technical term for this idea is binding. The communication processes
that are related to each other are bound, or grouped together, at a particular layer.

Advantages of Reference Models

The OSI model is hierarchical, and the same benefits and advantages can apply to any layered
model. The primary purpose of all such models, especially the OSI model, is to allow different
vendors’ networks to interoperate.

Advantages of using the OSI layered model include, but are not limited to, the following;:

= It divides the network communication process into smaller and simpler components, thus
aiding component development, design, and troubleshooting.

= It allows multiple-vendor development through standardization of network components.

= TItencourages industry standardization by defining what functions occur at each layer of
the model.

= It allows various types of network hardware and software to communicate.

= It prevents changes in one layer from affecting other layers, so it does not hamper development.

The OSI| Reference Model

One of the greatest functions of the OSI specifications is to assist in data transfer between dis-
parate hosts—meaning, for example, that they enable us to transfer data between a Unix host
and a PC or a Mac.

FIGURE 1.2 The upper layers
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The OSI isn’t a physical model, though. Rather, it’s a set of guidelines that application
developers can use to create and implement applications that run on a network. It also pro-
vides a framework for creating and implementing networking standards, devices, and inter-
networking schemes.

The OSI has seven different layers, divided into two groups. The top three layers define
how the applications within the end stations will communicate with each other and with
users. The bottom four layers define how data is transmitted end-to-end. Figure 1.2 shows
the three upper layers and their functions, and Figure 1.3 shows the four lower layers and
their functions.

When you study Figure 1.2, understand that the user interfaces with the computer at the
Application layer, and also that the upper layers are responsible for applications communicat-
ing between hosts. Remember that none of the upper layers knows anything about networking
or network addresses. That’s the responsibility of the four bottom layers.

In Figure 1.3, you can see that it’s the four bottom layers that define how data is transferred
through a physical wire or through switches and routers. These bottom layers also determine
how to rebuild a data stream from a transmitting host to a destination host’s application.

Network devices that operate at all seven layers of the OSI model include

= Network management stations (NMS)
=  Web and application servers

= Gateways (not default gateways)

= Network hosts

Basically, the ISO is pretty much the Emily Post of the network protocol world. Just like Ms.
Post, who wrote the book setting the standards—or protocols—for human social interaction,
the ISO developed the OSI reference model as the precedent and guide for an open network pro-
tocol set. Defining the etiquette of communication models, it remains today the most popular
means of comparison for protocol suites.

FIGURE 1.3 The lower layers
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The OSI reference model has seven layers:
= Application layer (layer 7)
=  Presentation layer (layer 6)
= Session layer (layer 5)
= Transport layer (layer 4)
= Network layer (layer 3)
= Data Link layer (layer 2)
= Physical layer (layer 1)

Figure 1.4 shows the functions defined at each layer of the OSI model. With this in hand,
you’re now ready to explore each layer’s function in detail.

FIGURE 1.4 Layer functions
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The Application Layer

The Application layer of the OSI model marks the spot where users actually communicate to the
computer. This layer only comes into play when it’s apparent that access to the network is going
to be needed soon. Take the case of Internet Explorer (IE). You could uninstall every trace of net-
working components from a system, such as TCP/IP, NIC card, etc., and you could still use IE to
view a local HTML document—no problem. But things would definitely get messy if you tried to
do something like view an HTML document that must be retrieved using HT TP, or nab a file with
FTP. That’s because IE will respond to requests such as those by attempting to access the Appli-
cation layer. And what’s happening is that the Application layer is acting as an interface between
the actual application program—which isn’t at all a part of the layered structure—and the next
layer down, by providing ways for the application to send information down through the protocol
stack. In other words, IE doesn’t truly reside within the Application layer—it interfaces with
Application-layer protocols when it needs to deal with remote resources.
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The Application layer is also responsible for identifying and establishing the availability of
the intended communication partner, and determining whether sufficient resources for the
intended communication exist.

These tasks are important because computer applications sometimes require more than only
desktop resources. Often, they’ll unite communicating components from more than one network
application. Prime examples are file transfers and e-mail, as well as enabling remote access, net-
work management activities, client/server processes, and information location. Many network
applications provide services for communication over enterprise networks, but for present and
future internetworking, the need is fast developing to reach beyond the limits of current physical
networking. Today, transactions and information exchanges between organizations are broaden-
ing to require internetworking applications such as the following;:

World Wide Web (WWW) Connects countless servers (the number seems to grow with each
passing day) presenting diverse formats. Most are multimedia and can include graphics, text,

video, and sound. (And as pressure to keep up the pace mounts, websites are only getting slicker
and snappier. Keep in mind, the snazzier the site, the more resources it requires. You’ll see why
I mention this later.) Netscape Navigator and IE simplify both accessing and viewing websites.

E-mail gateways Versatile; can use Simple Mail Transfer Protocol (SMTP) or the X.400 stan-
dard to deliver messages between different e-mail applications.

Electronic data interchange (EDI) A composite of specialized standards and processes that
facilitates the flow of tasks such as accounting, shipping/receiving, and order and inventory
tracking between businesses.

Special interest bulletin boards Include the many Internet chat rooms where people can “meet”
(connect) and communicate with each other either by posting messages or by typing a live con-
versation. They can also share public-domain software.

Internet navigation utilities Include applications such as Gopher and WAIS, as well as search
engines such as Google and Yahoo!, which help users locate the resources and information they
need on the Internet.

Financial transaction services Target the financial community. They gather and sell informa-
tion pertaining to investments, market trading, commodities, currency exchange rates, and
credit data to their subscribers.

The Presentation Layer

The Presentation layer gets its name from its purpose: It presents data to the Application layer
and is responsible for data translation and code formatting.

This layer is essentially a translator and provides coding and conversion functions. A successful
data-transfer technique is to adapt the data into a standard format before transmission. Comput-
ers are configured to receive this generically formatted data and then convert the data back into
its native format for actual reading (for example, EBCDIC to ASCII). By providing translation ser-
vices, the Presentation layer ensures that data transferred from the Application layer of one system
can be read by the Application layer of another one.
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The OSI has protocol standards that define how standard data should be formatted. Tasks
like data compression, decompression, encryption, and decryption are associated with this
layer. Some Presentation layer standards are involved in multimedia operations too. The fol-
lowing serve to direct graphic and visual image presentation:

PICT A picture format used by Macintosh programs for transferring QuickDraw graphics.

TIFF Tagged Image File Format; a standard graphics format for high-resolution, bit-
mapped images.

JPEG Photo standards brought to us by the Joint Photographic Experts Group.
Other standards guide movies and sound:

MIDI Musical Instrument Digital Interface (sometimes called Musical Instrument Device
Interface), used for digitized music.

MPEG Increasingly popular Moving Picture Experts Group standard for the compression and
coding of motion video for CDs. It provides digital storage and bit rates up to 1.5Mbps.

QuickTime For use with Macintosh programs; manages audio and video applications.

RTF Rich Text Format, a file format that lets you exchange text files between different word
processors, even in different operating systems.

The Session Layer

The Session layer is responsible for setting up, managing, and then tearing down sessions
between Presentation layer entities. This layer also provides dialogue control between devices,
or nodes. It coordinates communication between systems, and serves to organize their commu-
nication by offering three different modes: simplex, half duplex, and full duplex. To sum up, the
Session layer basically keeps different applications’ data separate from other applications’ data.
The following are some examples of Session layer protocols and interfaces (according to Cisco):

Network File System (NFS) Developed by Sun Microsystems and used with TCP/IP and Unix
workstations to allow transparent access to remote resources.

Structured Query Language (SQL) Developed by IBM to provide users with a simpler way to
define their information requirements on both local and remote systems.

Remote Procedure Call (RPC) A broad client/server redirection tool used for disparate service
environments. Its procedures are created on clients and performed on servers.

X Window Widely used by intelligent terminals for communicating with remote Unix com-
puters, allowing them to operate as though they were locally attached monitors.

AppleTalk Session Protocol (ASP)  Another client/server mechanism, which both establishes
and maintains sessions between AppleTalk client and server machines.

Digital Network Architecture Session Control Protocol (DNA SCP) A DECnet Session
layer protocol.
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The Transport Layer

The Transport layer segments and reassembles data into a data stream. Services located in the
Transport layer both segment and reassemble data from upper-layer applications and unite it
onto the same data stream. They provide end-to-end data transport services and can establish
a logical connection between the sending host and destination host on an internetwork.

Some of you are probably familiar with TCP and UDP already. (But if you’re not, no worries—
Pll tell you all about them in Chapter 2, “Internet Protocols.”) If so, you know that both work at
the Transport layer, and that TCP is a reliable service and UDP is not. This means that application
developers have more options because they have a choice between the two protocols when work-
ing with TCP/IP protocols.

The Transport layer is responsible for providing mechanisms for multiplexing upper-layer
applications, establishing sessions, and tearing down virtual circuits. It also hides details of any
network-dependent information from the higher layers by providing transparent data transfer.

)’ The term “reliable networking” can be used at the Transport layer. It means
A&TE that acknowledgments, sequencing, and flow control will be used.

The Transport layer can be connectionless or connection-oriented. However, Cisco is mostly
concerned with you understanding the connection-oriented portion of the Transport layer. The
following sections will provide the skinny on the connection-oriented (reliable) protocol of the
Transport layer.

Flow Control

Data integrity is ensured at the Transport layer by maintaining flow control and by allowing

users to request reliable data transport between systems. Flow control prevents a sending host
on one side of the connection from overflowing the buffers in the receiving host—an event that
can result in lost data. Reliable data transport employs a connection-oriented communications
session between systems, and the protocols involved ensure that the following will be achieved:

= The segments delivered are acknowledged back to the sender upon their reception.
= Any segments not acknowledged are retransmitted.
= Segments are sequenced back into their proper order upon arrival at their destination.

= A manageable data flow is maintained in order to avoid congestion, overloading, and
data loss.

Connection-Oriented Communication

In reliable transport operation, a device that wants to transmit sets up a connection-oriented
communication with a remote device by creating a session. The transmitting device first estab-
lishes a connection-oriented session with its peer system, which is called a call setup, or a three-
way handshake. Data is then transferred; when finished, a call termination takes place to tear
down the virtual circuit.
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Figure 1.5 depicts a typical reliable session taking place between sending and receiving systems.
Looking at it, you can see that both hosts’ application programs begin by notifying their individ-
ual operating systems that a connection is about to be initiated. The two operating systems com-
municate by sending messages over the network confirming that the transfer is approved and that
both sides are ready for it to take place. After all of this required synchronization takes place, a
connection is fully established and the data transfer begins.

While the information is being transferred between hosts, the two machines periodically
check in with each other, communicating through their protocol software to ensure that all is
going well and that the data is being received properly.

Let me sum up the steps in the connection-oriented session—the three-way handshake—
pictured in Figure 1.5:

= The first “connection agreement” segment is a request for synchronization.

*  Thesecond and third segments acknowledge the request and establish connection parameters—
the rules—between hosts. The receiver’s sequencing is also requested to be synchronized here,
as well, so that a bidirectional connection is formed.

= The final segment is also an acknowledgment. It notifies the destination host that the con-
nection agreement has been accepted and that the actual connection has been established.
Data transfer can now begin.

FIGURE 1.5 Establishing a connection-oriented session
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Sounds pretty simple, but things don’t always flow so smoothly. Sometimes during a transfer,
congestion can occur because a high-speed computer is generating data traffic a lot faster than the
network can handle transferring. A bunch of computers simultaneously sending datagrams through
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a single gateway or destination can also botch things up nicely. In the latter case, a gateway or des-
tination can become congested even though no single source caused the problem. In either case, the
problem is basically akin to a freeway bottleneck—too much traffic for too small a capacity. It’s not
usually one car that’s the problem; there are simply too many cars on that freeway.

Okay, so what happens when a machine receives a flood of datagrams too quickly for it to
process? It stores them in a memory section called a buffer. But this buffering action can only
solve the problem if the datagrams are part of a small burst. If not, and the datagram deluge con-
tinues, a device’s memory will eventually be exhausted, its flood capacity will be exceeded, and
it will react by discarding any additional datagrams that arrive.

No huge worries here, though. Because of the transport function, network flood control
systems really work quite well. Instead of dumping resources and allowing data to be lost, the
transport can issue a “not ready” indicator to the sender, or source, of the flood (as shown
in Figure 1.6). This mechanism works kind of like a stoplight, signaling the sending device to
stop transmitting segment traffic to its overwhelmed peer. After the peer receiver processes
the segments already in its memory reservoir—its buffer—it sends out a “ready” transport
indicator. When the machine waiting to transmit the rest of its datagrams receives this “go”
indictor, it resumes its transmission.

In fundamental, reliable, connection-oriented data transfer, datagrams are delivered to the
receiving host in exactly the same sequence they’re transmitted—and the transmission fails if
this order is breached! If any data segments are lost, duplicated, or damaged along the way, a
failure will transmit. This problem is solved by having the receiving host acknowledge that it has
received each and every data segment.

FIGURE 1.6 Transmitting segments with flow control
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4 Connectionless transfer is covered in Chapter 2.
ITE

A service is considered connection-oriented if it has the following characteristics:
= A virtual circuit is set up (e.g., a three-way handshake).
= It uses sequencing.
= It uses acknowledgments.

= It uses flow control.

- The types of flow control are buffering, windowing, and congestion avoidance.
ITE

Windowing

Ideally, data throughput happens quickly and efficiently. And as you can imagine, it would be slow
if the transmitting machine had to wait for an acknowledgment after sending each segment. But
because there’s time available after the sender transmits the data segment and before it finishes pro-
cessing acknowledgments from the receiving machine, the sender uses the break as an opportunity
to transmit more data. The quantity of data segments (measured in bytes) that the transmitting
machine is allowed to send without receiving an acknowledgment for them is called a window.

Windows are used to control the amount of outstanding, unacknowledged data
TE segments.

So the size of the window controls how much information is transferred from one end to the
other. While some protocols quantify information by observing the number of packets, TCP/IP
measures it by counting the number of bytes.

As you can see in Figure 1.7, there are two window sizes—one set to 1 and one set to 3. When
you’ve configured a window size of 1, the sending machine waits for an acknowledgment for
each data segment it transmits before transmitting another. If you’ve configured a window size
of 3, it’s allowed to transmit three data segments before an acknowledgment is received. In our
simplified example, both the sending and receiving machines are workstations. Reality is rarely
that simple, and most often acknowledgments and packets will commingle as they travel over
the network and pass through routers. Routing definitely complicates things! You’ll learn about
applied routing in Chapter 5, “IP Routing.”

If a TCP session is set up with a window size of 2 bytes, and during the transfer

TE stage of the session the window size changes from 2 bytes to 3 bytes, the send-
ing host must then transmit 3 bytes before waiting for an acknowledgment
instead of the 2 bytes originally set up in the virtual circuit.
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FIGURE 1.7 Windowing
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Reliable data delivery ensures the integrity of a stream of data sent from one machine to the
other through a fully functional data link. It guarantees that the data won’t be duplicated or
lost. This is achieved through something called positive acknowledgment with retransmission—
a technique that requires a receiving machine to communicate with the transmitting source by
sending an acknowledgment message back to the sender when it receives data. The sender doc-
uments each segment it sends and waits for this acknowledgment before sending the next seg-
ment. When it sends a segment, the transmitting machine starts a timer and retransmits if it
expires before an acknowledgment is returned from the receiving end.

In Figure 1.8, the sending machine transmits segments 1, 2, and 3. The receiving node
acknowledges it has received them by requesting segment 4. When it receives the acknowledg-
ment, the sender then transmits segments 4, 5, and 6. If segment 5 doesn’t make it to the des-
tination, the receiving node acknowledges that event with a request for the segment to be resent.
The sending machine will then resend the lost segment and wait for an acknowledgment, which
it must receive in order to move on to the transmission of segment 7.

The Network Layer

The Network layer (also called layer 3) manages device addressing, tracks the location of devices
on the network, and determines the best way to move data, which means that the Network layer
must transport traffic between devices that aren’t locally attached. Routers (layer 3 devices) are
specified at the Network layer and provide the routing services within an internetwork.
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FIGURE 1.8 Transport layer reliable delivery
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It happens like this: First, when a packet is received on a router interface, the destination IP
address is checked. If the packet isn’t destined for that particular router, it will look up the desti-
nation network address in the routing table. Once the router chooses an exit interface, the packet
will be sent to that interface to be framed and sent out on the local network. If the router can’t find
an entry for the packet’s destination network in the routing table, the router drops the packet.

Two types of packets are used at the Network layer: data and route updates.

Data packets Used to transport user data through the internetwork. Protocols used to support
data traffic are called routed protocols; examples of routed protocols are IP and IPX. You’ll
learn about IP addressing in Chapter 2 and Chapter 3, “IP Subnetting and Variable Length Sub-
net Masks (VLSMs).”

Route update packets Used to update neighboring routers about the networks connected to
all routers within the internetwork. Protocols that send route update packets are called routing
protocols; examples of some common ones are RIP, EIGRP, and OSPF. Route update packets
are used to help build and maintain routing tables on each router.

In Figure 1.9, I’ve given you an example of a routing table. The routing table used in a router
includes the following information:

Network addresses Protocol-specific network addresses. A router must maintain a routing
table for individual routing protocols because each routing protocol keeps track of a network
with a different addressing scheme. Think of it as a street sign in each of the different languages
spoken by the residents that live on a particular street. So, if there were American, Spanish, and
French folks on a street named “Cat,” the sign would read: Cat/Gato/Chat.
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FIGURE 1.9 Routing table used in a router
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Interface The exit interface a packet will take when destined for a specific network.

Metric  The distance to the remote network. Different routing protocols use different ways of
computing this distance. I’'m going to cover routing protocols in Chapter 3, but for now, know
that some routing protocols use something called a hop count (the number of routers a packet
passes through en route to a remote network), while others use bandwidth, delay of the line, or
even tick count (1/18 of a second).

And as I mentioned earlier, routers break up broadcast domains, which means that by
default, broadcasts aren’t forwarded through a router. Do you remember why this is a good
thing? Routers also break up collision domains, but you can also do that using layer 2 (Data
Link layer) switches. Because each interface in a router represents a separate network, it must
be assigned unique network identification numbers, and each host on the network connected to
that router must use the same network number. Figure 1.10 shows how a router works in an
internetwork.

FIGURE 1.10 ARouterinan internetwork
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Here are some points about routers that you should really commit to memory:
=  Routers, by default, will not forward any broadcast or multicast packets.

= Routers use the logical address in a Network layer header to determine the next hop router
to forward the packet to.

=  Routers can use access lists, created by an administrator, to control security on the types of
packets that are allowed to enter or exit an interface.

=  Routers can provide layer 2 bridging functions if needed and can simultaneously route
through the same interface.

= Layer 3 devices (routers in this case) provide connections between virtual LANs (VLANSs).

= Routers can provide quality of service (QoS) for specific types of network traffic.

> Switching and VLANSs and are covered in Chapter 7, “Layer 2 Switching,” and
TE Chapter 8.

The Data Link Layer

The Data Link layer provides the physical transmission of the data and handles error notification,
network topology, and flow control. This means that the Data Link layer will ensure that messages
are delivered to the proper device on a LAN using hardware addresses, and translates messages from
the Network layer into bits for the Physical layer to transmit.

The Data Link layer formats the message into pieces, each called a data frame, and adds a
customized header containing the hardware destination and source address. This added infor-
mation forms a sort of capsule that surrounds the original message in much the same way that
engines, navigational devices, and other tools were attached to the lunar modules of the Apollo
project. These various pieces of equipment were useful only during certain stages of space flight
and were stripped off the module and discarded when their designated stage was complete. Data
traveling through networks is similar.

Figure 1.11 shows the Data Link layer with the Ethernet and IEEE specifications. When you
check it out, notice that the IEEE 802.2 standard is used in conjunction with and adds func-
tionality to the other IEEE standards.

FIGURE 1.11 Data Link layer
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It’s important for you to understand that routers, which work at the Network layer, don’t care
at all about where a particular host is located. They’re only concerned about where networks are
located, and the best way to reach them—including remote ones. Routers are totally obsessive
when it comes to networks. And for once, this is a good thing! It’s the Data Link layer that’s
responsible for the actual unique identification of each device that resides on a local network.

For a host to send packets to individual hosts on a local network as well as transmitting pack-
ets between routers, the Data Link layer uses hardware addressing. Each time a packet is sent
between routers, it’s framed with control information at the Data Link layer, but that informa-
tion is stripped off at the receiving router and only the original packet is left completely intact.
This framing of the packet continues for each hop until the packet is finally delivered to the cor-
rect receiving host. It’s really important to understand that the packet itself is never altered
along the route; it’s only encapsulated with the type of control information required for it to be
properly passed on to the different media types.

The IEEE Ethernet Data Link layer has two sublayers:

Media Access Control (MAC) 802.3 Defines how packets are placed on the media. Contention
media access is “first come/first served” access where everyone shares the same bandwidth—hence
the name. Physical addressing is defined here, as well as logical topologies. What’s a logical topol-
ogy? It’s the signal path through a physical topology. Line discipline, error notification (not correc-
tion), ordered delivery of frames, and optional flow control can also be used at this sublayer.

Logical Link Control (LLC) 802.2 Responsible for identifying Network layer protocols and
then encapsulating them. An LLC header tells the Data Link layer what to do with a packet once
a frame is received. It works like this: A host will receive a frame and look in the LLC header
to find out where the packet is destined for—say, the IP protocol at the Network layer. The LLC
can also provide flow control and sequencing of control bits.

The switches and bridges I talked about near the beginning of the chapter both work at the
Data Link layer and filter the network using hardware (MAC) addresses. We will look at these
in the following section.

Switches and Bridges at the Data Link Layer

Layer 2 switching is considered hardware-based bridging because it uses specialized hardware
called an application-specific integrated circuit (ASIC). ASICs can run up to gigabit speeds with
very low latency rates.

Latency is the time measured from when a frame enters a port to the time it
TE exits a port.

Bridges and switches read each frame as it passes through the network. The layer 2 device
then puts the source hardware address in a filter table and keeps track of which port the frame
was received on. This information (logged in the bridge’s or switch’s filter table) is what helps
the machine determine the location of the specific sending device. Figure 1.12 shows a switch
in an internetwork.
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FIGURE 1.12 A switchin an internetwork

Each segment has its own collision domain.
All segments are in the same broadcast domain.

The real estate business is all about location, location, location, and it’s the same way for both
layer 2 and layer 3 devices. Though both need to be able to negotiate the network, it’s crucial to
remember that they’re concerned with very different parts of it. Primarily, layer 3 machines (such as
routers) need to locate specific networks, whereas layer 2 machines (switches and bridges) need to
eventually locate specific devices. So, networks are to routers as individual devices are to switches
and bridges. And routing tables that “map” the internetwork are for routers, as filter tables that
“map” individual devices are for switches and bridges.

After a filter table is built on the layer 2 device, it will only forward frames to the segment
where the destination hardware address is located. If the destination device is on the same seg-
ment as the frame, the layer 2 device will block the frame from going to any other segments. If
the destination is on a different segment, the frame can only be transmitted to that segment. This
is called transparent bridging.

When a switch interface receives a frame with a destination hardware address that isn’t
found in the device’s filter table, it will forward the frame to all connected segments. If the
unknown device that was sent the “mystery frame” replies to this forwarding action, the switch
updates its filter table regarding that device’s location. But in the event the destination address
of the transmitting frame is a broadcast address, the switch will forward all broadcasts to every
connected segment by default.

All devices that the broadcast is forwarded to are considered to be in the same broadcast
domain. This can be a problem; layer 2 devices propagate layer 2 broadcast storms that choke
performance, and the only way to stop a broadcast storm from propagating through an inter-
network is with a layer 3 device—a router.

The biggest benefit of using switches instead of hubs in your internetwork is that each switch
port is actually its own collision domain. (Conversely, a hub creates one large collision domain.)
But even armed with a switch, you still can’t break up broadcast domains. Neither switches nor
bridges will do that. They’ll typically simply forward all broadcasts instead.
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Another benefit of LAN switching over hub-centered implementations is that each device on
every segment plugged into a switch can transmit simultaneously. At least, they can as long as
there is only one host on each port and a hub isn’t plugged into a switch port. As you might have
guessed, hubs only allow one device per network segment to communicate at a time.

Each network segment connected to the switch must have the same type of devices attached.
What this means to you and me is that you can connect an Ethernet hub into a switch port and then
connect multiple Ethernet hosts into the hub, but you can’t mix Token Ring hosts in with the Ether-
net gang on the same segment. Mixing hosts in this manner is called media translation, and Cisco
says you’ve just got to have a router around if you need to provide this service, although I have found
this not to be true in reality—but remember, we’re studying for the CCNA exam here, right?

The Physical Layer

Finally arriving at the bottom, we find that the Physical layer does two things: It sends bits and
receives bits. Bits come only in values of 1 or 0—a Morse code with numerical values. The Physical
layer communicates directly with the various types of actual communication media. Different
kinds of media represent these bit values in different ways. Some use audio tones, while others
employ state transitions—changes in voltage from high to low and low to high. Specific protocols
are needed for each type of media to describe the proper bit patterns to be used, how data is
encoded into media signals, and the various qualities of the physical media’s attachment interface.

The Physical layer specifies the electrical, mechanical, procedural, and functional require-
ments for activating, maintaining, and deactivating a physical link between end systems. This
layer is also where you identify the interface between the data terminal equipment (DTE) and
the data communication equipment (DCE). Some old-phone-company employees still call DCE
data circuit-terminating equipment. The DCE is usually located at the service provider, while
the DTE is the attached device. The services available to the DTE are most often accessed via a
modem or channel service unit/data service unit (CSU/DSU).

The Physical layer’s connectors and different physical topologies are defined by the OSI as
standards, allowing disparate systems to communicate. The CCNA exam is only interested in
the IEEE Ethernet standards.

Hubs at the Physical Layer

A hub is really a multiple-port repeater. A repeater receives a digital signal and reamplifies or
regenerates that signal, and then forwards the digital signal out all active ports without looking
at any data. An active hub does the same thing. Any digital signal received from a segment on
a hub port is regenerated or reamplified and transmitted out all ports on the hub. This means
all devices plugged into a hub are in the same collision domain as well as in the same broadcast
domain. Figure 1.13 shows a hub in a network.

Hubs, like repeaters, don’t examine any of the traffic as it enters and is then transmitted out
to the other parts of the physical media. Every device connected to the hub, or hubs, must listen
if a device transmits. A physical star network—where the hub is a central device and cables
extend in all directions out from it—is the type of topology a hub creates. Visually, the design
really does resemble a star, whereas Ethernet networks run a logical bus topology, meaning that
the signal has to run from end to end of the network.
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FIGURE 1.13 Ahubinanetwork
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Ethernet Networking

Ethernet is a contention media access method that allows all hosts on a network to share the
same bandwidth of a link. Ethernet is popular because it’s readily scalable, meaning that it’s
comparatively easy to integrate new technologies, such as Fast Ethernet and Gigabit Ethernet,
into an existing network infrastructure. It’s also relatively simple to implement in the first
place, and with it, troubleshooting is reasonably straightforward. Ethernet uses both Data
Link and Physical layer specifications, and this section of the chapter will give you both the
Data Link and Physical layer information you need to effectively implement, troubleshoot,
and maintain an Ethernet network.

Ethernet networking uses Carrier Sense Multiple Access with Collision Detection (CSMA/
CD), a protocol that helps devices share the bandwidth evenly without having two devices
transmit at the same time on the network medium. CSMA/CD was created to overcome the
problem of those collisions that occur when packets are transmitted simultaneously from dif-
ferent nodes. And trust me—good collision management is crucial, because when a node
transmits in a CSMA/CD network, all the other nodes on the network receive and examine
that transmission. Only bridges and routers can effectively prevent a transmission from prop-
agating throughout the entire network!

So, how does the CSMA/CD protocol work? Like this: When a host wants to transmit over
the network, it first checks for the presence of a digital signal on the wire. If all is clear (no other
host is transmitting), the host will then proceed with its transmission. But it doesn’t stop there.
The transmitting host constantly monitors the wire to make sure no other hosts begin transmit-
ting. If the host detects another signal on the wire, it sends out an extended jam signal that
causes all nodes on the segment to stop sending data (think busy signal). The nodes respond to
that jam signal by waiting a while before attempting to transmit again. Backoff algorithms
determine when the colliding stations can retransmit. If collisions keep occurring after 135 tries,
the nodes attempting to transmit will then time out. Pretty clean!
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When a collision occurs on an Ethernet LAN

* A jam signal informs all devices that a collision occurred.

The collision invokes a random backoff algorithm.

= Each device on the Ethernet segment stops transmitting for a short time until the timers expire.
The effects of having a CSMA/CD network sustaining heavy collisions include

= Delay

= Low throughput

= Congestion

)’ Backoff on an 802.3 network is the retransmission delay that’s enforced when
A&TE a collision occurs. When a collision occurs, a host will resume transmission
after the forced time delay has expired.

In the following sections, I am going to cover Ethernet in detail at both the Data Link layer
(layer 2) and the Physical layer (layer 1).

Half- and Full-Duplex Ethernet

Half-duplex Ethernet is defined in the original 802.3 Ethernet; Cisco says it uses only one wire
pair with a digital signal running in both directions on the wire. Certainly, the IEEE specifica-
tions discuss the process of half duplex somewhat differently, but what Cisco is talking about
is a general sense of what is happening here with Ethernet.

It also uses the CSMA/CD protocol to help prevent collisions and to permit retransmitting
if a collision does occur. If a hub is attached to a switch, it must operate in half-duplex mode
because the end stations must be able to detect collisions. Half-duplex Ethernet—typically
10BaseT—is only about 30 to 40 percent efficient as Cisco sees it, because a large 10BaseT net-
work will usually only give you 3 to 4Mbps—at most.

But full-duplex Ethernet uses two pairs of wires, instead of one wire pair like half duplex.
And full duplex uses a point-to-point connection between the transmitter of the transmitting
device and the receiver of the receiving device. This means that with full-duplex data transfer,
you get a faster data transfer compared to half duplex. And because the transmitted data is sent
on a different set of wires than the received data, no collisions will occur.

The reason you don’t need to worry about collisions is because now it’s like a freeway with
multiple lanes instead of the single-lane road provided by half duplex. Full-duplex Ethernet is
supposed to offer 100 percent efficiency in both directions—e.g., you can get 20Mbps with a
10Mbps Ethernet running full duplex, or 200Mbps for Fast Ethernet. But this rate is something
known as an aggregate rate, which translates as “You’re supposed to get” 100 percent effi-
ciency. No guarantees, in networking as in life.

) Full-duplex Ethernet requires a point-to-point connection when only two nodes
TE are present. You can run full duplex with just about any device except a hub.
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Full-duplex Ethernet can be used in three situations:
= With a connection from a switch to a host
= With a connection from a switch to a switch
= With a connection from a host to a host using a crossover cable

Now, if it’s capable of all that speed, why wouldn’t it deliver? Well, when a full-duplex
Ethernet port is powered on, it first connects to the remote end, and then negotiates with the
other end of the Fast Ethernet link. This is called an auto-detect mechanism. This mechanism
first decides on the exchange capability, which means it checks to see if it can run at 10 or
100Mbps. It then checks to see if it can run full duplex, and if it can’t, it will run half duplex.

ITE lower effective throughput than full-duplex Ethernet, which typically has a pri-

%’ Remember that half-duplex Ethernet shares a collision domain and provides a
vate collision domain and a higher effective throughput.

Ethernet at the Data Link Layer

Ethernet at the Data Link layer is responsible for Ethernet addressing, commonly referred to
as hardware addressing or MAC addressing. Ethernet is also responsible for framing packets
received from the Network layer and preparing them for transmission on the local network
through the Ethernet contention media access method. There are four different types of Ether-
net frames available:

= Fthernet II
IEEE 802.3
IEEE 802.2
SNAP

I’ll go over all four of the available Ethernet frames in the upcoming sections.

Ethernet Addressing

Here’s where we get into how Ethernet addressing works. It uses the Media Access Control
(MAC) address burned into each and every Ethernet Network Interface Card (NIC). The MAC,
or hardware address, is a 48-bit (6-byte) address written in a hexadecimal format.

Figure 1.14 shows the 48-bit MAC addresses and how the bits are divided.

FIGURE 1.14 Ethernet addressing using MAC addresses
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The organizationally unique identifier (OUI) is assigned by the IEEE to an organization. It’s
composed of 24 bits, or 3 bytes. The organization, in turn, assigns a globally administered
address (24 bits, or 3 bytes) that is unique (supposedly, again—no guarantees) to each and every
adapter they manufacture. Look closely at the figure. The high-order bit is the Individual/Group
(I/G) bit. When it has a value of 0, we can assume that the address is the MAC address of a
device and may well appear in the source portion of the MAC header. When itis a 1, we can
assume that the address represents either a broadcast or multicast address in Ethernet, or a
broadcast or functional address in TR and FDDI (who really knows about FDDI?). The next bit
is the G/L bit (also known as U/L, where U means universal). When set to 0, this bit represents
a globally administered address (as by the IEEE). When the bitis a 1, it represents a locally gov-
erned and administered address (as in DECnet). The low-order 24 bits of an Ethernet address
represent a locally administered or manufacturer-assigned code. This portion commonly starts
with 24 0s for the first card made and continues in order until there are 24 1s for the last
(16,777,216th) card made. You’ll find that many manufacturers use these same six hex digits
as the last six characters of their serial number on the same card.

) MAC addresses are also part of an IPX/SPX configuration of a host—or were
TE when IPX/SPX was still used, of course.

Ethernet Frames

The Data Link layer is responsible for combining bits into bytes and bytes into frames. Frames
are used at the Data Link layer to encapsulate packets handed down from the Network layer for
transmission on a type of media access. There are three types of media access methods: conten-
tion (Ethernet), token passing (Token Ring and FDDI), and polling (IBM mainframes and
100VG-AnyLAN).

The function of Ethernet stations is to pass data frames between each other using a group of
bits known as a MAC frame format. This provides error detection from a cyclic redundancy
check (CRC). But remember—this is error detection, not error correction. The 802.3 frames
and Ethernet frame are shown in Figure 1.15.

)’ Encapsulating a frame within a different type of frame is called tunneling.
<

Following are the details of the different fields in the 802.3 and Ethernet frame types:

Preamble An alternating 1,0 pattern provides a SMHz clock at the start of each packet, which
allows the receiving devices to lock the incoming bit stream.

Start Frame Delimiter (SFD)/Synch The preamble is seven octets and the SFD is one octet
(synch). The SFD is 10101011, where the last pair of 1s allows the receiver to come into the
alternating 1,0 pattern somewhere in the middle and still sync up and detect the beginning of
the data.
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FIGURE 1.15 802.3 and Ethernet frame formats
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8 bytes 6 bytes 6 bytes 2 bytes

Destination Address (DA) This transmits a 48-bit value using the least significant bit (LSB)
first. The DA is used by receiving stations to determine whether an incoming packet is addressed
to a particular node. The destination address can be an individual address, or a broadcast or
multicast MAC address. Remember that a broadcast is all 1s (or Fs in hex) and is sent to all
devices, but a multicast is sent only to a similar subset of nodes on a network.

) Hex is short for hexadecimal, which is a numbering system that uses the first
TE six letters of the alphabet (A through F) to extend beyond the available 10 digits
in the decimal system. Hexadecimal has a total of 16 digits.

Source Address (SA) The SA is a 48-bit MAC address used to identify the transmitting device,
and it uses the LSB first. Broadcast and multicast address formats are illegal within the SA field.

Length or Type 802.3 uses a Length field, but the Ethernet frame uses a Type field to identify
the Network layer protocol. 802.3 cannot identify the upper-layer protocol and must be used
with a proprietary LAN—IPX, for example.

Data This is a packet sent down to the Data Link layer from the Network layer. The size can
vary from 64 to 1500 bytes.

Frame Check Sequence (FCS) FCS is a field at the end of the frame that’s used to store the CRC.

Let’s pause here for a minute and take a look at some frames caught on our trusty Etherpeek
network analyzer. You can see that the frame below has only three fields: Destination, Source,
and Type (shown as Protocol Type on this analyzer):

Destination: 00:60:f5:00:1f:27
Source: 00:60:f5:00:1f:2c
Protocol Type: 08-00 IP
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This is an Ethernet_II frame. Notice that the type field is IP, or 08-00 in hexadecimal.
The next frame has the same fields, so it must be an Ethernet_II frame too:

Destination: ff:ff:ff:ff:ff:ff Ethernet Broadcast
Source: 02:07:01:22:de:a4
Protocol Type: 81-37 NetWare

Iincluded this one so you could see that the frame can carry more than just [IP—it can also carry
IPX, or 81-37h. Did you notice that this frame was a broadcast? You can tell because the des-
tination hardware address is all 1s in binary, or all Fs in hexadecimal.

Now, pay special attention to the length field in the next frame; this must be an 802.3 frame:

Flags: 0x80 802.3

Status: 0x00

Packet Length: 64

Timestamp: 12:45:45.192000 06/26/1998
Destination: ff:ff:ff:ff:ff:ff Ethernet Broadcast
Source: 08:00:11:07:57:28

Length: 34

The problem with this frame is this: How do you know which protocol this packet is going to
be handed to at the Network layer? It doesn’t specify in the frame, so it must be IPX. Why?
Because when Novell created the 802.3 frame type (before the IEEE did and called it 802.3
Raw), Novell was pretty much the only LAN server out there. So, Novell assumed that if you
were running a LAN, it must be IPX, and they didn’t include any Network layer protocol field
information in the 802.3 frame.

802.2 and SNAP

Since the 802.3 Ethernet frame cannot by itself identify the upper-layer (Network) protocol, it
obviously needs some help. The IEEE defined the 802.2 LLC specifications to provide this func-
tion and more. Figure 1.13 shows the IEEE 802.3 with LLC (802.2) and the Subnetwork Access
Protocol (SNAP) frame types.

Figure 1.16 shows how the LLC header information is added to the data portion of the
frame. Now let’s take a look at an 802.2 frame and SNAP captured from our analyzer.

802.2 Frame

The following is an 802.2 frame captured with a protocol analyzer:

Flags: 0x80 802.3

Status: 0x02 Truncated

Packet Length:64

STlice Length: 51

Timestamp: 12:42:00.592000 03/26/1998
Destination: ff:ff:ff:ff:ff:ff Ethernet Broadcast
Source: 00:80:c7:a8:f0:3d
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LLC Length: 37

Dest. SAP: Oxe0 NetWare

Source SAP: 0xe0 NetWare Individual LLC
SublayerManagement Function

Command: 0x03 Unnumbered Information

You can see that the first frame has a Length field, so it’s probably an 802.3, right? Maybe.
Look again. It also has a DSAP and an SSAP, so it’s not an 802.3. It has to be an 802.2 frame.
(Remember—an 802.2 frame is an 802.3 frame with the LLC information in the data field of
the header so we know what the upper-layer protocol is.)

SNAP Frame

The SNAP frame has its own protocol field to identify the upper-layer protocol. This is
really a way to allow an Ethernet_II Ether-Type field to be used in an 802.3 frame. Even
though the following network trace shows a protocol field, it is actually an Ethernet_II type
(Ether-Type) field:

Flags: 0x80 802.3

Status: 0x00

Packet Length:78

Timestamp: 09:32:48.264000 01/04/2000
802.3 Header

Destination: 09:00:07:FF:FF:FF AT Ph 2 Broadcast
Source: 00:00:86:10:C1:6F

LLC Length: 60
802.2 Logical Link Control (LLC) Header
Dest. SAP: OxAA SNAP

Source SAP: OxAA SNAP

Command: 0x03 Unnumbered Information
Protocol: 0x080007809B AppleTalk

You can identify a SNAP frame because the DSAP and SSAP fields are always AA,
and the Command field is always 3. This frame type was created because not all protocols
worked well with the 802.3 Ethernet frame, which didn’t have an Ether-Type field. To
allow the proprietary protocols created by application developers to be used in the LLC
frame, the IEEE defined the SNAP format that uses the exact same codes as Ethernet_II. Up
until about 1997 or so, the SNAP frame was on its way out of the corporate market. How-
ever, the new 802.11 wireless LAN specification uses an Ethernet SNAP field to identify the
Network layer protocol. Cisco also still uses a SNAP frame with their proprietary protocol
Cisco Discovery Protocol (CDP)—something I’'m going to talk about in Chapter 9, “Man-
aging a Cisco Internetwork.”
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FIGURE 1.16 802.2 and SNAP
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Ethernet at the Physical Layer

Ethernet was first implemented by a group called DIX (Digital, Intel, and Xerox). They created
and implemented the first Ethernet LAN specification, which the IEEE used to create the IEEE
802.3 Committee. This was a 10Mbps network that ran on coax, and then eventually twisted-
pair and fiber physical media.

The IEEE extended the 802.3 Committee to two new committees known as 802.3u (Fast
Ethernet) and 802.3ab (Gigabit Ethernet on category 5) and then finally 802.3ae (10Gbps over
fiber and coax).

Figure 1.17 shows the IEEE 802.3 and original Ethernet Physical layer specifications.

When designing your LAN; it’s really important to understand the different types of Ethernet
media available to you. Sure, it would be great to run Gigabit Ethernet to each desktop and
10Gbps between switches, and although this might happen one day, justifying the cost of that
network today would be pretty difficult. But if you mix and match the different types of Ether-
net media methods currently available, you can come up with a cost-effective network solution
that works great.

FIGURE 1.17 Ethernet Physical layer specifications
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The EIA/TIA (Electronic Industries Association and the newer Telecommunications Industry
Alliance) is the standards body that creates the Physical layer specifications for Ethernet. The
EIA/TIA specifies that Ethernet uses a registered jack (R]) connector with a 4 5 wiring sequence
on unshielded twisted-pair (UTP) cabling (R]J-45). However, the industry is moving toward
calling this just an 8-pin modular connector.

Each Ethernet cable type that is specified by the EIA/TIA has inherent attenuation, which is
defined as the loss of signal strength as it travels the length of a cable and is measured in decibels
(dB). The cabling used in corporate and home markets is measured in categories. A higher quality
cable will have a higher rated category and lower attenuation. For example, category 5 is better
than category 3 because category 5 cable has more wire twists per foot and therefore less crosstalk.
Crosstalk is the unwanted signal interference from adjacent pairs in the cable.

Near End Crosstalk (NEXT) is crosstalk measured at the transmitting end of the cable. Far
End Crosstalk (FEXT) is measured at the far end from where the signal was injected into the
cable. Power Sum NEXT (PSNEXT) is basically a mathematical calculation that simulates all
four pairs being energized at the same time. PSNEXT calculations are used to ensure that a cable
will not exceed crosstalk noise performance requirements when all pairs are operating simulta-
neously. PSNEXT is typically used in Gigabit Ethernet, rather than 10BaseT or 100BaseT.

Here are the original IEEE 802.3 standards:

10Base2 10Mbps, baseband technology, up to 185 meters in length. Known as thinnet and
can support up to 30 workstations on a single segment. Uses a physical and logical bus with AUI
connectors. The 10 means 10Mbps, Base means baseband technology, and the 2 means almost
200 meters. 10Base2 Ethernet cards use BNC (British Naval Connector, Bayonet Neill Concel-
man, or Bayonet Nut Connector) and T-connectors to connect to a network.

10Base5 10Mbps, baseband technology, up to 500 meters in length. Known as thicknet. Uses
a physical and logical bus with AUI connectors. Up to 2500 meters with repeaters and 1024
users for all segments.

10BaseT 10Mbps using category 3 UTP wiring. Unlike the 10Base2 and 10Base$ networks,
each device must connect into a hub or switch, and you can only have one host per segment or
wire. Uses an RJ-45 connector (8-pin modular connector) with a physical star topology and a
logical bus.

The “Base” in the preceding network standards means “baseband,” which is a signaling
method for communication on the network.

Each of the 802.3 standards defines an Attachment Unit Interface (AUI), which allows a one-
bit-at-a-time transfer to the Physical layer from the Data Link media access method. This allows
the MAC to remain constant but means the Physical layer can support any existing and new
technologies. The original AUI interface was a 15-pin connector, which allowed a transceiver
(transmitter/receiver) that provided a 15-pin—to-twisted-pair conversion.

The thing is, the AUI interface cannot support 100Mbps Ethernet because of the high fre-
quencies involved. So 100BaseT needed a new interface, and the 802.3u specifications created
one called the Media Independent Interface (MII), which provides 100Mbps throughput. The
MII uses a nibble, defined as 4 bits. Gigabit Ethernet uses a Gigabit Media Independent Inter-
face (GMII) and transmits 8 bits at a time.
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802.3u (Fast Ethernet) is compatible with 802.3 Ethernet because they share the same physical
characteristics. Fast Ethernet and Ethernet use the same maximum transmission unit (MTU), use
the same MAC mechanisms, and preserve the frame format that is used by 10BaseT Ethernet.
Basically, Fast Ethernet is just based on an extension to the IEEE 802.3 specification, except that
it offers a speed increase of 10 times that of 10BaseT.

Here are the expanded IEEE Ethernet 802.3 standards:

100BaseTX (IEEE 802.3u) EIA/TIA category S5, 6, or 7 UTP two-pair wiring. One user per
segment; up to 100 meters long. It uses an RJ-45 connector with a physical star topology and
a logical bus.

100BaseFX (IEEE 802.3u) Uses fiber cabling 62.5/125-micron multimode fiber. Point-to-
point topology; up to 412 meters long. It uses an ST or SC connector, which are media-interface
connectors.

1000BaseCX (IEEE 802.3z) Copper twisted-pair called twinax (a balanced coaxial pair) that
can only run up to 25 meters.

1000BaseT (IEEE 802.3ab) Category 3, four-pair UTP wiring up to 100 meters long.

1000BaseSX (IEEE 802.3z) MMEF using 62.5- and 50-micron core; uses a 850 nanometer
laser and can go up to 220 meters with 62.5-micron, 550 meters with 50-micron.

1000BaseLX (IEE 802.3z) Single-mode fiber that uses a 9-micron core and 1300 nanometer
laser, and can go from 3 kilometers up to 10 kilometers.

100VG-AnyLAN is a twisted-pair technology that was the first 100Mbps LAN. But since it
was incompatible with Ethernet signaling techniques (it used a demand priority access method),
it wasn’t very popular, and is now essentially dead.

Ethernet Cabling

Ethernet cabling is an important discussion, especially if you are planning on taking the Cisco
CCNA exam. The types of Ethernet cables available are:

= Straight-through cable
= Crossover cable
= Rolled cable

We will look at each in the following sections.

Straight-Through Cable

The straight-through cable is used to connect
=  Host to switch or hub

= Router to switch or hub
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Four wires are used in straight-through cable to connect Ethernet devices. It is relatively
simple to create this type; Figure 1.18 shows the four wires used in a straight-through Ether-
net cable.

FIGURE 1.18 Straight-through Ethernet cable
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Notice that only pins 1, 2, 3, and 6 are used. Just connect 1to 1,2 to 2, 3 to 3, and 6 to 6, and
you’ll be up and networking in no time. However, remember that this would be an Ethernet-only
cable and wouldn’t work with Voice, Token Ring, ISDN, etc.

Crossover Cable

The crossover cable can be used to connect
= Switch to switch

= Hub to hub

= Host to host

= Hub to switch

= Router direct to host

The same four wires are used in this cable as in the straight-through cable; we just con-
nect different pins together. Figure 1.19 shows how the four wires are used in a crossover
Ethernet cable.

Notice that instead of connecting 1 to 1, etc., here we connect pins 1 to 3 and 2 to 6 on each

side of the cable.

FIGURE 1.19 Crossover Ethernet cable
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Rolled Cable

Although rolled cable isn’t used to connect any Ethernet connections together, you can use a
rolled Ethernet cable to connect a host to a router console serial communication (com) port.

If you have a Cisco router or switch, you would use this cable to connect your PC running
HyperTerminal to the Cisco hardware. Eight wires are used in this cable to connect serial devices,
although not all eight are used to send information, just as in Ethernet networking. Figure 1.20
shows the eight wires used in a rolled cable.

FIGURE 1.20 Rolled Ethernet cable
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These are probably the easiest cables to make, because you just cut the end off on one side
of a straight-through cable and reverse the end.

Once you have the correct cable connected from your PC to the Cisco router or switch, you
can start HyperTerminal to create a console connection and configure the device. Set the con-
figuration as follows:

1.  Open HyperTerminal and enter a name for the connection. It is irrelevant what you name
it, but I always just use “Cisco.” Then click OK.

20

% New Connection

Entes a name and choose an icon for the connection:

LIYE

coon |
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2. Choose the communications port—either COM1 or COM2, whichever is open on your PC.
2
% Cizco

Enter detailz for the phone rumber that pou wark to diat

Countiy/egian: |United States of Ameica (1] |
Area code: I]

Fhone rumber: |

Cannect using: [Lucent 'win Modem =l

Lucentin Modem
COM3

COmM2

TEPAR Aufimenel

3. Now set the port settings. The default values (2400bps and no flow control hardware) will
not work; you must set the port settings as shown in Figure 1.21.

FIGURE 1.21 Port settings for a rolled cable connection
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Notice that the bit rate is now set to 9600 and the flow control is set to none. At this point,
you can click OK and press the Enter key, and you should be connected to your Cisco device
console port.

Wireless Networking

No book on this subject today would be complete without mentioning wireless networking. That’s
because two years ago, it just wasn’t all that common to find people using this technology—in 1996,
a lot of people didn’t even have an e-mail address. Sure, some did, but now everyone does, and the
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same thing is happening in the wireless world. That’s because wireless networking is just way too
convenient not to use. I’'m betting that some of you reading this probably have a wireless network
at home. If not, you probably do at work. I do! For this reason, ’'m now going to go over the various
types of wireless networks as well as their speeds and distance limitations. Figure 1.22 shows some
of the most popular types of wireless networks in use today.

Let’s discuss these various types of wireless networks plus the speed and distance of each one.

Narrowband Wireless LANs Narrowband radio does as its name suggests—it keeps the radio
signal frequency as narrow as it possibly can while still being able to pass the information along.
The problem of interference is avoided by directing different users onto different channel fre-
quencies. The distance you get is decent, but the speeds available today just aren’t adequate
enough for corporate users. Plus, you’ve got to have proprietary equipment to run it on, as well
as buy an FCC license to run the frequency at each site!

Personal Communication Services (PCS) Personal Communication Services (PCS) includes a
whole bunch of mobile, portable, and auxiliary communications services for individuals and
businesses. The Federal Communication Commission (FCC) roughly defined PCS as mobile and
fixed communications options for both individuals and businesses that can be incorporated into
various kinds of competing networks. Narrowband or broadband PCS is what’s used today.

Narrowband PCS Again as the name implies, the narrowband PCS flavor requires a smaller
serving size of the spectrum than broadband PCS does. With licenses for narrowband PCS, you
get to access services such as two-way paging and/or text-based messaging. Think about people
with PDAs and keyboard attachments, etc. getting and sending wireless e-mail—these subscribers
are able to do this via microwave signals. With narrowband PCS you can also access cool services
such as wireless telemetry—the monitoring of mobile or stationary equipment remotely. Such
tasks as remotely monitoring utility meters of energy companies, commonly know as automatic
meter reading, are accomplished using this technology.

FIGURE 1.22 Wireless Networks

Network Data Rate vs. Coverage Areas

10Mbps
4Mbps
2 Mbps
3
= 1 Mbps
oc
(2]
g
56 Kbps Broadband PCS
19.6 Kbps
Narrow Band
9.6 Kbps Wirelezvs LANS Narrowband PCS m

Local Coverage Area Wide



38 Chapter 1 - Internetworking

Broadband PCS Broadband Personal Communications Service (PCS) is used for many kinds
of wireless services, both mobile and fixed radio. The mobile broadband set includes both the
voice and the advanced two-way data features usually available to us via small, mobile, multi-
function devices such as digital camera/cell phones. In the industry, these services are commonly
referred to as Mobile Telephone Services and Mobile Data Services. Sources of these services
include companies that rule huge amounts of broadband PCS spectrum—AT&T Wireless, Ver-
izon, Sprint PCS, etc.

Satellite With satellite services, the speed you get is sweet—it’s up to around 1Mbps upload
and 2Mpbs download! But there’s an annoying delay when connecting, so it doesn’t work very
well when you’re dealing with bursty traffic. The good news is that speeds are increasing, but
even so, they just can’t compete with what you get via wireless LANs. The real upside to using
a satellite-based network is that its geographic coverage area can be huge.

Infrared Wireless LANs Here we have pretty much the opposite. This technology works really
well handling short, bursty traffic in the Personal Area Network (PAN) sector. And the speeds
are increasing too, but the available range is still very short. It’s commonly used for laptop-to-
laptop and laptop-to-PDA transfers. The speed range we usually get is anywhere from 115Kbps
to 4Mbps, but a new specification called Very Fast Infrared (VFIR) says we’ll be getting speeds
up to 16Mbps in the future—we’ll see!

Spread Spectrum Wireless LANs  Your typical wireless LANs (WLANs) use something called
spread spectrum. It’s a wideband radio frequency technique that the military came up with that’s
both reliable and secure (that’s debatable). The most popular WLAN in use today is 802.11b that
runs up to 11Mbps, but the new 802.11g specifications can bump that figure up to around 22Mbps
(the specs say 54Mbps) and more, depending on who made your equipment. Plus, the new 802.11a
lives in the 5Ghz range and can run bandwidth around 50Mbps—and it’s pledging over 100Mbps
in the near future! But the distance is still less than what you get with the 802.11b and 802.11g
2.4GHz range models (which is about 300 feet or so). Basically, you usually find 802.11b/g used
indoors and 802.11a in the shorter-distance outdoor market when more bandwidth is needed—but
the market is still young and who knows what the future holds for these up-and-coming WLANS.

)’ 802.11b WLANSs have a total bandwidth of up to 11Mbps and are considered

A@rz “Wi-Fi” (Wireless Fidelity).

Data Encapsulation

When a host transmits data across a network to another device, the data goes through encap-
sulation: it is wrapped with protocol information at each layer of the OSI model. Each layer
communicates only with its peer layer on the receiving device.
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To communicate and exchange information, each layer uses Protocol Data Units (PDUs).
These hold the control information attached to the data at each layer of the model. They are
usually attached to the header in front of the data field but can also be in the trailer, or end, of it.

Each PDU is attached to the data by encapsulating it at each layer of the OSI model, and each
has a specific name depending on the information provided in each header. This PDU informa-
tion is read only by the peer layer on the receiving device. After it’s read, it’s stripped off, and
the data is then handed to the next layer up.

Figure 1.23 shows the PDUs and how they attach control information to each layer. This fig-
ure demonstrates how the upper-layer user data is converted for transmission on the network.
The data stream is then handed down to the Transport layer, which sets up a virtual circuit to
the receiving device by sending over a synch packet. Next, the data stream is broken up into
smaller pieces, and a Transport layer header (a PDU) is created and attached to the header of
the data field; now the piece of data is called a segment. Each segment is sequenced so the data
stream can be put back together on the receiving side exactly as it was transmitted.

Each segment is then handed to the Network layer for network addressing and routing
through the internetwork. Logical addressing (for example, IP) is used to get each segment to
the correct network. The Network layer protocol adds a control header to the segment handed
down from the Transport layer, and what we have now is called a packet or datagram. Remem-
ber that the Transport and Network layers work together to rebuild a data stream on a receiving
host, but it’s not part of their work to place their PDUs on a local network segment—which is
the only way to get the information to a router or host.

It’s the Data Link layer that’s responsible for taking packets from the Network layer and
placing them on the network medium (cable or wireless). The Data Link layer encapsulates each
packet in a frame, and the frame’s header carries the hardware address of the source and des-
tination hosts. If the destination device is on a remote network, then the frame is sent to a router
to be routed through an internetwork. Once it gets to the destination network, a new frame is
used to get the packet to the destination host.

FIGURE 1.23 Dataencapsulation
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To put this frame on the network, it must first be put into a digital signal. Since a frame is
really a logical group of 1s and Os, the Physical layer is responsible for encoding these digits into
a digital signal, which is read by devices on the same local network. The receiving devices will
synchronize on the digital signal and extract (decode) the 1s and 0Os from the digital signal. At
this point the devices build the frames, run a CRC, and then check their answer against the
answer in the frame’s FCS field. If it matches, the packet is pulled from the frame, and what’s
left of the frame is discarded. This process is called de-encapsulation. The packet is handed to
the Network layer, where the address is checked. If the address matches, the segment is pulled
from the packet, and what’s left of the packet is discarded. The segment is processed at the
Transport layer, which rebuilds the data stream and acknowledges to the transmitting station
that it received each piece. It then happily hands the data stream to the upper-layer application.

At a transmitting device, the data encapsulation method works like this:

1. User information is converted to data for transmission on the network.

2. Data is converted to segments and a reliable connection is set up between the transmitting
and receiving hosts.

3. Segments are converted to packets or datagrams, and a logical address is placed in the
header so each packet can be routed through an internetwork.

4. Packets or datagrams are converted to frames for transmission on the local network. Hard-
ware (Ethernet) addresses are used to uniquely identify hosts on a local network segment.

5. Frames are converted to bits, and a digital encoding and clocking scheme is used.

To explain this in more detail using the layer addressing, I'll use Figure 1.24.

FIGURE 1.24 PDU and layer addressing
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Remember that a data stream is handed down from the upper layer to the Transport layer.
As technicians, we really don’t care who the data stream comes from because that’s really a pro-
grammer’s problem. Our job is to rebuild the data stream reliably and hand it to the upper lay-
ers on the receiving device.

Before we go further in our discussion of Figure 1.24, let’s discuss port numbers and make sure
we understand them. The Transport layer uses port numbers to define both the virtual circuit and
the upper layer process, as you can see from Figure 1.25.

The Transport layer takes the data stream, makes segments out of it, and establishes a reliable
session by creating a virtual circuit. It then sequences (numbers) each segment and uses acknowl-
edgments and flow control. If you’re using TCP, the virtual circuit is defined by the source port
number. Remember, the host just makes this up starting at port number 1024 (0 through 1023 are
reserved for well-known port numbers). The destination port number defines the upper-layer pro-
cess (application) that the data stream is handed to when the data stream is reliably rebuilt on the
receiving host.

Now that we understand port numbers and how they are used at the Transport layer, let’s
go back to Figure 1.24. Once the Transport layer header information is added to the piece of
data, it becomes a segment and is handed down to the Network layer, along with the destination
IP address. (The destination IP address was handed down from the upper layers to the Trans-
port layer with the data stream, and it was discovered through a name resolution method at the
upper layers—probably DNS.)

The Network layer adds a header, and adds the logical addressing (IP addresses), to the front
of each segment. The packet also has a protocol field that describes where it came from (either
UDP or TCP)—or you can think about it as “who owns the segment.” This lets the Network
layer hand the segment to the correct protocol at the Transport layer when the packet reaches
the receiving host. It also has a protocol field that describes where it came from (either UDP or
TCP), so it can hand it to the correct protocol at the Transport layer when it reaches the receiv-
ing host. The Network layer is responsible for finding the destination hardware address that dic-
tates where the packet should be sent on the local network. It does this by using the Address
Resolution Protocol (ARP)—something I’ll talk about more in Chapter 2. IP at the Network
layer looks at the destination IP address and compares that address to its own source IP address
and subnet mask. If it turns out to be a local network request, the hardware address of the local
host is requested via an ARP request. It the packet is destined for a remote host, IP will look for
the IP address of the default gateway (router) instead.

The packet, along with the destination hardware address of either the local host or default
gateway, is then handed down to the Data Link layer. The Data Link layer will add a header to
the front of the packet and the piece of data then becomes a frame. (We call it a frame because
both a header and a trailer are added to the packet, which makes the data resemble bookends
or a frame, if you will.) At any rate, this is shown in Figure 1.24. The frame uses an Ether-Type
field to describe which protocol the packet came from at the Network layer. Now, a cyclic
redundancy check (CRC) is run on the frame, and the answer to the CRC is placed in the Frame
Check Sequence field found in the trailer of the frame.
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FIGURE 1.25 Port numbers at the Transport layer
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The Frame is now ready to be handed down, one bit at a time, to the Physical layer, which
will use bit timing rules to encode the data in a digital signal. Every device on the network seg-
ment will synchronize with the clock and extract the 1s and Os from the digital signal and
build a frame. After the frame is rebuilt, a CRC is run to make sure the frame is OK. If every-
thing turns out to be all good, the hosts will check the destination address to see if the frame
is for them.

If all this is making your eyes cross and your brain freeze, don’t freak. I’ll be going over
exactly how data is encapsulated and routed through an internetwork in Chapter 5.

The Cisco Three-Layer Hierarchical Model

Most of us were exposed to hierarchy early in life. Anyone with older siblings learned what it
was like to be at the bottom of the hierarchy. Regardless of where you first discovered hierarchy,
today most of us experience it in many aspects of our lives. It is hierarchy that helps us under-
stand where things belong, how things fit together, and what functions go where. It brings order
and understandability to otherwise complex models. If you want a pay raise, for instance, hier-
archy dictates that you ask your boss, not your subordinate. That is the person whose role it is
to grant (or deny) your request. So basically, understanding hierarchy helps us discern where we
should go to get what we need.

Hierarchy has many of the same benefits in network design that it does in other areas of life.
When used properly, it makes networks more predictable. It helps us define which areas should
perform certain functions. Likewise, you can use tools such as access lists at certain levels in
hierarchical networks and avoid them at others.
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Let’s face it: large networks can be extremely complicated, with multiple protocols, detailed
configurations, and diverse technologies. Hierarchy helps us summarize a complex collection of
details into an understandable model. Then, as specific configurations are needed, the model
dictates the appropriate manner to apply them.

The Cisco hierarchical model can help you design, implement, and maintain a scalable, reliable,
cost-effective hierarchical internetwork. Cisco defines three layers of hierarchy, as shown in
Figure 1.26, each with specific functions.

The following are the three layers and their typical functions:

= The core layer: Backbone
=  The distribution layer: Routing
= The access layer: Switching

Each layer has specific responsibilities. Remember, however, that the three layers are logical
and are not necessarily physical devices. Consider the OSI model, another logical hierarchy. The
seven layers describe functions but not necessarily protocols, right? Sometimes a protocol maps to
more than one layer of the OSI model, and sometimes multiple protocols communicate within a
single layer. In the same way, when we build physical implementations of hierarchical networks,
we may have many devices in a single layer, or we might have a single device performing functions
at two layers. The definition of the layers is logical, not physical.

Now, let’s take a closer look at each of the layers.

FIGURE 1.26 The Cisco hierarchical model
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The Core Layer

The core layer is literally the core of the network. At the top of the hierarchy, the core layer is
responsible for transporting large amounts of traffic both reliably and quickly. The only purpose
of the network’s core layer is to switch traffic as fast as possible. The traffic transported across the
core is common to a majority of users. However, remember that user data is processed at the dis-
tribution layer, which forwards the requests to the core if needed.

If there is a failure in the core, every single user can be affected. Therefore, fault tolerance at
this layer is an issue. The core is likely to see large volumes of traffic, so speed and latency are
driving concerns here. Given the function of the core, we can now consider some design specif-
ics. Let’s start with some things we don’t want to do:

* Don’t do anything to slow down traffic. This includes using access lists, routing between
virtual local area networks (VLANSs), and packet filtering.

= Don’t support workgroup access here.

= Avoid expanding the core (i.e., adding routers) when the internetwork grows. If perfor-
mance becomes an issue in the core, give preference to upgrades over expansion.

Now, there are a few things that we want to do as we design the core. They include the
following:

= Design the core for high reliability. Consider data-link technologies that facilitate both
speed and redundancy, such as FDDI, Fast Ethernet (with redundant links), or even ATM.

= Design with speed in mind. The core should have very little latency.

= Select routing protocols with lower convergence times. Fast and redundant data-link con-
nectivity is no help if your routing tables are shot!

The Distribution Layer

The distribution layer is sometimes referred to as the workgroup layer and is the communica-
tion point between the access layer and the core. The primary functions of the distribution layer
are to provide routing, filtering, and WAN access and to determine how packets can access the
core, if needed. The distribution layer must determine the fastest way that network service
requests are handled—for example, how a file request is forwarded to a server. After the distri-
bution layer determines the best path, it forwards the request to the core layer if needed. The
core layer then quickly transports the request to the correct service.

The distribution layer is the place to implement policies for the network. Here you can exercise
considerable flexibility in defining network operation. There are several actions that generally
should be done at the distribution layer. They include the following:

= Routing
* Implementation of tools such as access lists, of packet filtering, and of queuing
= Implementation of security and network policies, including address translation and firewalls

= Redistribution between routing protocols, including static routing
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= Routing between VLANs and other workgroup support functions
= Definitions of broadcast and multicast domains

Things to avoid at the distribution layer are limited to those functions that exclusively belong
to one of the other layers.

The Access Layer

The access layer controls user and workgroup access to internetwork resources. The access layer
is sometimes referred to as the desktop layer. The network resources most users need will be
available locally. The distribution layer handles any traffic for remote services. The following
are some of the functions to be included at the access layer:

=  Continued (from distribution layer) access control and policies
= Creation of separate collision domains (segmentation)
=  Workgroup connectivity into the distribution layer

Technologies such as DDR and Ethernet switching are frequently seen in the access layer.
Static routing (instead of dynamic routing protocols) is seen here as well.

As already noted, three separate levels does not imply three separate routers. There could be
fewer, or there could be more. Remember, this is a layered approach.

Summary

Whew! I know this seemed like the chapter that wouldn’t end, but it did—and you made it!
You’re now armed with a ton of fundamental information; you are ready to build upon it, and
are well on your way to certification.

This chapter began with a discussion of the OSI model—the seven-layer model used to help
application developers design applications that can run on any type of system or network. Each
layer has its special jobs and select responsibilities within the model to ensure that solid, effec-
tive communications do, in fact, occur. I provided you with complete details of each layer and
discussed how Cisco views the specifications of the OSI model.

In addition, each layer in the OSI model specifies different types of devices. I described the dif-
ferent devices, cables, and connectors used at each layer. Remember that hubs are Physical layer
devices and repeat the digital signal to all segments except the one it was received from. Switches
segment the network using hardware addresses and break up collision domains. Routers break up
broadcast domains (and collision domains) and use logical addressing to send packets through an
internetwork.

Lastly, this chapter covered the Cisco three-layer hierarchical model. I described in detail the
three layers and how each is used to help design and implement a Cisco internetwork. We are
now going to move on to IP addressing in the next chapter.
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Exam Essentials

Remember the possible causes of LAN traffic congestion. Too many hosts in a broadcast
domain, broadcast storms, multicasting, and low bandwidth are all possible causes of LAN traf-
fic congestion.

Understand the difference between a collision domain and a broadcast domain. A collision
domain is an Ethernet term used to describe a network collection of devices in which one par-
ticular device sends a packet on a network segment, forcing every other device on that same seg-
ment to pay attention to it. A broadcast domain is where a set of all devices on a network
segment hear all broadcasts sent on that segment.

Understand the difference between a hub, a bridge, a switch, and a router. Hubs create one
collision domain and one broadcast domain. Bridges break up collision domains but create one
large broadcast domain. They use hardware addresses to filter the network. Switches are really
just multiple port bridges with more intelligence. They break up collision domains but create
one large broadcast domain by default. Switches use hardware addresses to filter the network.
Routers break up broadcast domains (and collision domains) and use logical addressing to filter
the network.

Remember the Presentation layer protocols. PICT, TIFF, JPEG, MIDI, MPEG, QuickTime,
and RTF are examples of Presentation layer protocols.

Remember the difference between connection-oriented and connectionless network services.
Connection-oriented uses acknowledgments and flow control to create a reliable session. More
overhead is used than in a connectionless network service. Connectionless services are used to
send data with no acknowledgments or flow control. This is considered unreliable.

Remember the OSI layers. You must remember the seven layers of the OSI model and what
function each layer provides. The Application, Presentation, and Session layers are upper layers
and are responsible for communicating from a user interface to an application. The Transport
layer provides segmentation, sequencing, and virtual circuits. The Network layer provides log-
ical network addressing and routing through an internetwork. The Data Link layer provides
framing and placing of data on the network medium. The Physical layer is responsible for taking
1s and 0s and encoding them into a digital signal for transmission on the network segment.

Remember the types of Ethernet cabling and when you would use them. The three types of
cables that can be created from an Ethernet cable are: straight-through (to connect a PC’s or a
router’s Ethernet interface to a hub or switch), crossover (to connect hub to hub, hub to switch,
switch to switch, or PC to PC), and rolled (for a console connection from a PC to a router or switch).

Understand how to connect a console cable from a PC to a router and start HyperTerminal.
Take a rolled cable and connect it from the COM port of the host to the console port of a router.
Start HyperTerminal and set the BPS to 9600 and flow control to None.

Remember the three layers in the Cisco three-layer model. The three layers in the Cisco hier-
archical model are the core, distribution, and access layers.
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Written Lab 1

In this section, you’ll complete the following labs to make sure you’ve got the information and
concepts contained within them fully dialed in:

= Lab 1.1: OSI Questions
= Lab 1.2: Defining the OSI Layers and Devices
= Lab 1.3: Identifying Collision and Broadcast Domains

Written Lab 1.1: OSI Questions

Answer the following questions about the OSI model:

1. Which layer chooses and determines the availability of communicating partners, along with
the resources necessary to make the connection; coordinates partnering applications; and
forms a consensus on procedures for controlling data integrity and error recovery?

2. Which layer is responsible for converting data packets from the Data Link layer into elec-
trical signals?

3. At which layer is routing implemented, enabling connections and path selection between
two end systems?

4. Which layer defines how data is formatted, presented, encoded, and converted for use on
the network?

5.  Which layer is responsible for creating, managing, and terminating sessions between
applications?

6. Which layer ensures the trustworthy transmission of data across a physical link and is pri-
marily concerned with physical addressing, line discipline, network topology, error notifi-
cation, ordered delivery of frames, and flow control?

7. Which layer is used for reliable communication between end nodes over the network and
provides mechanisms for establishing, maintaining, and terminating virtual circuits; trans-
port-fault detection and recovery; and controlling the flow of information?

Which layer provides logical addressing that routers will use for path determination?
Which layer specifies voltage, wire speed, and pinout cables and moves bits between devices?

10. Which layer combines bits into bytes and bytes into frames, uses MAC addressing, and pro-
vides error detection?

1. Which layer is responsible for keeping the data from different applications separate on
the network?

12. Which layer is represented by frames?
13. Which layer is represented by segments?
14. Which layer is represented by packets?
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15. Which layer is represented by bits?
16. Put the following in order of encapsulation:
= Packets
=  Frames
= Bits
= Segments
17. Which layer segments and reassembles data into a data stream?

18. Which layer provides the physical transmission of the data and handles error notification,
network topology, and flow control?

19. Which layer manages device addressing, tracks the location of devices on the network, and
determines the best way to move data?

20. What is the bit length and expression form of a MAC address?

Written Lab 1.2: Defining the OSI Layers and Devices

Fill in the blanks with the appropriate layer of the OSI or hub, switch, or router device.

Description Device or OSI Layer
This device sends and receives information about the Network layer.

This layer creates a virtual circuit before transmitting between two
end stations.

This layer uses service access points.

This device uses hardware addresses to filter a network.
Ethernet is defined at these layers.

This layer supports flow control and sequencing.

This device can measure the distance to a remote network.
Logical addressing is used at this layer.

Hardware addresses are defined at this layer.

This device creates one big collision domain and one large broadcast
domain.

This device creates many smaller collision domains, but the network is
still one large broadcast domain.

This device breaks up collision domains and broadcast domains.
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Written Lab 1.3: Identifying Collision
and Broadcast Domains

In the following exhibit, identify the number of collision domains and broadcast domains in
each specified device. Each device is represented by a letter:

1. Hub

2. Bridge

3. Switch
4. Router

Bridge <
,ﬁ!ﬁ 5\4 =,
=

W%

/5 /5 /5 /5
) ) ) [

7 7 J 7

(The answers to Written Lab 1 can be found following the answers to the Review Questions

for this chapter.)



50

Chapter 1 = Internetworking

Review Questions

1. PDUs at the Network layer of the OSI are called what?

A.
B.
C.
D.

Transport
Frames
Packets

Segments

2. Which fields are contained within an IEEE Ethernet frame header? (Choose two.)

A.
B.
C.
D.

Source and destination MAC address

Source and destination network address

Source and destination MAC address and source and destination network address
FCS field

3. What is the maximum data rate for 802.11b wireless LANs?

A.
B.
C.
D.

2Mbps

10Mbps
11Mbps
54Mbps

4. Segmentation of a data stream happens at which layer of the OSI model?

A.
B.
C.
D.

Physical
Data Link
Network

Transport

5.  Which of the following describe router functions? (Choose four.)

@MmMmOUooOw®>

Packet switching

Collision prevention

Packet filtering

Broadcast domain enlargement
Internetwork communication
Broadcast forwarding

Path selection

6. Which layer of the OSI provides translation of data?

A.

moow

Application
Presentation
Session
Transport
Data Link
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When data is encapsulated, which is the correct order?

A.
B.
C.
D.

Data, frame, packet, segment, bit
Segment, data, packet, frame, bit
Data, segment, packet, frame, bit

Data, segment, frame, packet, bit

Why does the data communication industry use the layered OSI reference model? (Choose two.)

A.

B.

It divides the network communication process into smaller and simpler components, thus
aiding component development, design, and troubleshooting.

It enables equipment from different vendors to use the same electronic components, thus
saving research and development funds.

It supports the evolution of multiple competing standards, and thus provides business
opportunities for equipment manufacturers.

It encourages industry standardization by defining what functions occur at each layer of
the model.

It provides a framework by which changes in functionality in one layer require changes in
other layers.

What are two purposes for segmentation with a bridge?

Mmoo ®>

Add more broadcast domains.

Create more collision domains.

Add more bandwidth for users.

Allow more broadcasts for users.

Reduce collisions within a broadcast domain.

Increase the number of collision domains.

Which of the following are unique characteristics of half-duplex Ethernet when compared to
full-duplex Ethernet?

A.
B.
C.
D.
E.

Half-duplex Ethernet operates in a shared collision domain.
Half-duplex Ethernet operates in a private collision domain.
Half-duplex Ethernet has higher effective throughput.
Half-duplex Ethernet has lower effective throughput.

Half-duplex Ethernet operates in a private broadcast domain.

You want to implement a network medium that is not susceptible to EMI. Which type of cabling
should you use?

A

Thicknet coax

B. Thinnet coax
C.
D. Fiber optic cable

Category 5 UTP cable
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12.

13.

14.

15.

16.
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Acknowledgements, sequencing, and flow control are characteristic of which OSI layer?

A.
B.
C.
D.

Layer 2
Layer 3
Layer 4
Layer 7

Which of the following are types of flow control?

A. Buffering

B. Cut-through
C.
D
E

Windowing

. Congestion avoidance
. VLANs

Which of the following types of connections can use full duplex? (Choose three.)

moow>»

Hub to hub
Switch to switch
Host to host
Switch to hub

Switch to host

Which of the following describes a MAC address? (Choose two.)

moowp»

It is a globally unique IP address.

It is a unique address in a broadcast domain.
It is provided by the manufacturer of the NIC.
It is used as part of the IPX/SPX configuration.

Is is a logical address.

Which of the following are considered some reasons for LAN congestion? (Choose six.)

IomMmmMmODOooOowP

Bill Gates

Low bandwidth

Too many users in a broadcast domain
Broadcast storms

Routers

Multicasting

The addition of hubs to the network
Large amount of ARP or IPX traffic
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Which of the following are reasons for breaking up a network into two segments with a router?
(Choose two.)

A.
B.
C.
D.

To create fewer broadcast domains
To create more broadcast domains
To create one large broadcast domain

To stop one segment’s broadcasts from being sent to the second segment

How does a host on an Ethernet LAN know when to transmit after a collision has occurred?

moowp»

The destination host sends a request to the source for retransmission.

The jam signal indicates that the collision has been cleared.

The hosts will attempt to resume transmission after a time delay has expired.
An electric pulse indicates that the collision has cleared.

The router on the segment will signal that the collision has cleared.

You want to use full-duplex Ethernet instead of half duplex. Which two of the following will be
benefits on your network?

A.
B.
C.
D.

You will have more collision domains.
You’ll have no collisions on each segment.
It should be faster.

It will be less expensive.

You have the following MAC address: C9-3F-32-B4-DC-19. What is the OUI portion in binary?

A.
B.
C.
D. 11001100-01111000-00011000

11000110-11000000-00011111
1100110000111111-00011000
11001001-00111111-00110010
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Answers to Review Questions

1.

10.

1.

12.

13.
14.

C. Protocol Data Units are used to define data at each layer of the OSI model. PDUs at the Net-
work layer are called packets.

A, D. An Ethernet frame has source and destination MAC addresses, an Ether-Type field to
identify the Network layer protocol, the data, and the FCS field that holds the result of the CRC.

C. 802.11b, also called “Wi-Fi,” has a maximum data rate of 11Mbps.

D. The Transport layer receives large data streams from the upper layers and breaks these up
into smaller pieces called segments.

A, C, E, G. Routers provide packet switching, packet filtering, internetwork communication,
and path selection.

B. The only layer of the OSI model that can change data is the Presentation layer.
C. The encapsulation method is: data, segment, packet, frame, bit.

A, D. The main advantage of a layered model is that it can allow application developers to
change aspects of a program in just one layer of the layer model’s specifications. Advantages of
using the OSI layered model include, but are not limited to, the following: It divides the network
communication process into smaller and simpler components, thus aiding component develop-
ment, design, and troubleshooting; allows multiple-vendor development through standardiza-
tion of network components; encourages industry standardization by defining what functions
occur at each layer of the model; allows various types of network hardware and software to
communicate; and prevents changes in one layer from affecting other layers, so it does not ham-
per development.

B, C. Bridges break up collision domains, which allows more bandwidth for users.

A, D. Unlike full duplex, half-duplex Ethernet operates in a shared collision domain, and it has
a lower effective throughput then full duplex.

D. Fiber optic cable provides a more secure, long-distance cable that is not susceptible to EMI
interference at high speeds.

C. A reliable Transport layer connection uses acknowledgments to make sure all data is trans-
mitted and received reliably. A reliable connection is defined by a virtual circuit that uses
acknowledgments, sequencing, and flow control, which are characteristics of the Transport
layer (layer 4).

A, C, D. The common types of flow control are buffering, windowing, and congestion avoidance.

B, C, E. Hubs cannot run full-duplex Ethernet. Full duplex must be used on a point-to-point
connection between two devices capable of running full duplex. Switches and hosts can run full
duplex between each other.
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C, D. A MAC address is 6 bytes long (48 bits) and is burned into the NIC card by the manufac-
turer. IPX, when it was still used, used the MAC address as part of the configuration.

B, C, D, F, G, H. Although Bill Gates is a good answer for me, the answers are: not enough
bandwidth, too many users, broadcast storms, multicasting, adding hubs for connectivity to the
network, and a large amount of ARP or IPX traffic.

B, D. Routers, by default, break up broadcast domains, which means that broadcasts sent on
one network would not be forwarded to another network by the router.

C. Once transmitting stations on an Ethernet segment hear a collision, they send an extended
jam signal to ensure that all stations recognize the collision. After the jamming is complete, each
sender waits a predetermined amount of time, plus a random time. After both timers expire, they
are free to transmit.

B, C. No collision on a point-to-point full-duplex Ethernet segment should occur, and full-
duplex Ethernet should be faster then half-duplex Ethernet.

C. The first three bytes of a hardware (MAC) address are considered the OUI portion and iden-
tify the manufacturer of the card. This code, which is assigned by the IEEE, is called the orga-
nizationally unique identifier (OUI). The first three bytes are C9-3F-32, which is 11001001-
00111111-00110010 in binary.
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Answers to Written Lab 1.1

o gk~ w

~N

10.
1.
12.
13.
14.
15.
16.

17.

18.
19.
20.

The Application layer is responsible for finding the network resources broadcast from a
server and adding flow control and error control (if the application developer chooses).

The Physical layer takes frames from the Data Link layer and encodes the 1s and Os into a
digital signal for transmission on the network medium.

The Network layer provides routing through an internetwork and logical addressing.
The Presentation layer makes sure that data is in a readable format for the Application layer.
The Session layer sets up, maintains, and terminates sessions between applications.

PDUs at the Data Link layer are called frames. As soon as you see “frame” in a question,
you know the answer.

The Transport layer uses virtual circuits to create a reliable connection between two hosts.
The Network layer provides logical addressing, typically IP addressing and routing.

The Physical layer is responsible for the electrical and mechanical connections between devices.
The Data Link layer is responsible for the framing of data packets.

The Session layer creates sessions between different hosts’ applications.

The Data Link layer frames packets received from the network layer.

The Transport layer segments user data.

The Network layer creates packets out of segments handed down from the Transport layer.
The Physical layer is responsible for transporting 1s and Os in a digital signal.

Segments, packets, frames, bits

Transport

Data Link

Network

48 bits (6 bytes) expressed as a hexadecimal number
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Answer to Written Lab 1.2

Description

This device sends and receives information about the
Network layer.

This layer creates a virtual circuit before transmitting
between two end stations.

This layer uses service access points.

This device uses hardware addresses to filter a network.
Ethernet is defined at these layers.

This layer supports flow control and sequencing.

This device can measure the distance to a remote network.
Logical addressing is used at this layer.

Hardware addresses are defined at this layer.

This device creates one big collision domain and one large
broadcast domain.

This device creates many smaller collision domains, but the
network is still one large broadcast domain.

This device breaks up collision domains and broadcast
domains.

Device or OSI Layer

Router

Transport

Data Link (LLC sublayer)
Bridge or switch

Data Link and Physical
Transport

Router

Network

Data Link (MAC sublayer)
Hub

Switch or bridge

Router

Answers to Written Lab 1.3

Hub: One collision domain, one broadcast domain

Bridge: Two collision domains, one broadcast domain

A W D=

Switch: Four collision domains, one broadcast domain

Router: Three collision domains, three broadcast domains
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Internet Protocols

THE CCNA EXAM TOPICS COVERED IN THIS
CHAPTER INCLUDE THE FOLLOWING:

v TECHNOLOGY

Evaluate TCP/IP communication process and its
associated protocols



The Transmission Control Protocol/Internet Protocol (TCP/IP)
suite was created by the Department of Defense (DoD) to ensure
and preserve data integrity, as well as maintain communications in
the event of catastrophic war. So it follows that if designed and implemented correctly, a TCP/IP
network can be a truly dependable and resilient one. In this chapter, I’ll cover the protocols of
TCP/IP, and throughout this book, you’ll learn how to create a marvelous TCP/IP network—
using Cisco routers, of course.

We’ll begin by taking a look at the DoD’s version of TCP/IP and then compare this version
and its protocols with the OSI reference model discussed in Chapter 1, “Internetworking.”

Once you understand the protocols used at the various levels of the DoD model, you’ll learn
how to convert between a binary number, hexadecimal number, and decimal number. Then I’ll
cover IP addressing and the different classes of addresses used in networks today.

- Subnetting will be covered in Chapter 3, “IP Subnetting and Variable Length
ITE Subnet Masks (VLSMs).”

Because broadcast addresses are so important to understanding IP addressing, subnetting,
and VLSM, an understanding of the various flavors of broadcast addresses is critical. I'll cover
the various types of broadcast addresses that you just must know. Lastly, I’ll provide an intro-
duction to Network Address Translation (NAT) and how Cisco uses NAT.

TCP/IP and the DoD Model

The DoD model is basically a condensed version of the OSI model—it’s composed of four,
instead of seven, layers:

= Process/Application layer
=  Host-to-Host layer

= Internet layer

= Network Access layer

Figure 2.1 shows a comparison of the DoD model and the OSI reference model. As you
can see, the two are similar in concept, but each has a different number of layers with dif-
ferent names.
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FIGURE 2.1 The DoD and OSI models

DoD Model 0SI Model
Application
Process/ Y
s —_—
Application Presentation
Session
Host-to-Host —_— Transport
Internet —_— Network
Network > Dala
AcoESS Physical
- When talking about the different protocols in the IP stack, the layers of the OSI
TE and DoD models are interchangeable. In other words, the Internet layer and

the Network layer describe the same thing, as do the Host-to-Host layer
and the Transport layer.

A vast array of protocols combine at the DoD model’s Process/Application layer to integrate
the various activities and duties spanning the focus of the OSI’s corresponding top three layers
(Application, Presentation, and Session). We’ll be looking closely at those protocols in the next
part of this chapter. The Process/Application layer defines protocols for node-to-node applica-
tion communication and also controls user-interface specifications.

The Host-to-Host layer parallels the functions of the OSI’s Transport layer, defining protocols
for setting up the level of transmission service for applications. It tackles issues such as creating
reliable end-to-end communication and ensuring the error-free delivery of data. It handles packet
sequencing and maintains data integrity.

The Internet layer corresponds to the OSI’s Network layer, designating the protocols relating
to the logical transmission of packets over the entire network. It takes care of the addressing of
hosts by giving them an IP (Internet Protocol) address, and it handles the routing of packets
among multiple networks.

At the bottom of the DoD model, the Nefwork Access layer monitors the data exchange
between the host and the network. The equivalent of the Data Link and Physical layers of the
OSI model, the Network Access layer oversees hardware addressing and defines protocols for
the physical transmission of data.

The DoD and OSI models are alike in design and concept and have similar functions in
similar layers. Figure 2.2 shows the TCP/IP protocol suite and how its protocols relate to
the DoD model layers.
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FIGURE 2.2 The TCP/IP protocol suite

DoD Model

Process/ Telnet FTP LPD SNMP
AnpliZsy TFTP SMTP NFS X Window
Host-to-Host TCP UDP

ICMP ARP RARP
Internet
IP
Network Fast Token
Access Erilg Ethernet Ring AOS

In the following sections, we will look at the different protocols in more detail, starting with
the Process/Application layer protocols.

The Process/Application Layer Protocols

In this section, I’ll describe the different applications and services typically used in IP networks.
The different protocols and applications covered in this section include the following:

= Telnet

=  FTP

= TFTP

= NFS

= SMTP

= LPD

= X Window
=  SNMP

= DNS

= DHCP/BootP
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Telnet

Telnet is the chameleon of protocols—its specialty is terminal emulation. It allows a user on
a remote client machine, called the Telnet client, to access the resources of another machine,
the Telnet server. Telnet achieves this by pulling a fast one on the Telnet server and making the
client machine appear as though it were a terminal directly attached to the local network. This
projection is actually a software image—a virtual terminal that can interact with the chosen
remote host.

These emulated terminals are of the text-mode type and can execute refined procedures like
displaying menus that give users the opportunity to choose options from them and access the
applications on the duped server. Users begin a Telnet session by running the Telnet client soft-
ware and then logging into the Telnet server.

) The name Telnet comes from “telephone network,” which is how most Telnet
TE sessions used to occur.

File Transfer Protocol (FTP)

File Transfer Protocol (FTP) is the protocol that actually lets us transfer files, and it can accom-
plish this between any two machines using it. But FTP isn’t just a protocol; it’s also a program.
Operating as a protocol, FTP is used by applications. As a program, it’s employed by users to
perform file tasks by hand. FTP also allows for access to both directories and files and can
accomplish certain types of directory operations, such as relocating into different ones. FTP
teams up with Telnet to transparently log you into the FTP server and then provides for the
transfer of files.

Accessing a host through FTP is only the first step, though. Users must then be subjected to
an authentication login that’s probably secured with passwords and usernames implemented by
system administrators to restrict access. But you can get around this somewhat by adopting the
username “anonymous”—though what you’ll gain access to will be limited.

Even when employed by users manually as a program, FTP’s functions are limited to listing
and manipulating directories, typing file contents, and copying files between hosts. It can’t exe-
cute remote files as programs.

Trivial File Transfer Protocol (TFTP)

Trivial File Transfer Protocol (TFTP) is the stripped-down, stock version of FTP, but it’s the
protocol of choice if you know exactly what you want and where to find it, plus it’s so easy to
use and it’s fast too! It doesn’t give you the abundance of functions that FTP does, though. TFTP
has no directory-browsing abilities; it can do nothing but send and receive files. This compact
little protocol also skimps in the data department, sending much smaller blocks of data than
FTP, and there’s no authentication as with FTP, so it’s insecure. Few sites support it because of
the inherent security risks.
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@ Real World Scenario
When should you use FTP?

Your San Francisco office needs a 50MB file e-mailed to them right away. What do you do?
Most e-mail servers would reject the e-mail because they have size limits. Even if there’s no size
limit on the server, it still would take a while to send this big file to SF. FTP to the rescue!

If you need to give someone a large file or you need to get a large file from someone, FTP is a
nice choice. Smaller files (less than 5MB) can just be sent via e-mail if you have the bandwidth
of DSL or a cable modem. However, most ISPs don’t allow files larger than 5MB to be e-mailed,
so FTP is an option you should consider if you are in need of sending and receiving large files
(who isn’t these days?). To do this, you will need to set up an FTP server on the Internet so that
the files can be shared. Besides, FTP is faster than e-mail, which is another reason to use FTP
for sending or receiving large files. In addition, because it uses TCP and is connection-oriented,
if the session dies, FTP can start up where it left off. Try that with your e-mail client!

Network File System (NFS)

Network File System (NFS) is a jewel of a protocol specializing in file sharing. It allows two dif-
ferent types of file systems to interoperate. It works like this: Suppose the NFES server software
is running on an NT server, and the NFS client software is running on a Unix host. NFS allows
for a portion of the RAM on the NT server to transparently store Unix files, which can, in turn,
be used by Unix users. Even though the NT file system and Unix file system are unlike—they

have different case sensitivity, filename lengths, security, and so on—both Unix users and NT
users can access that same file with their normal file systems, in their normal way.

Simple Mail Transfer Protocol (SMTP)

Simple Mail Transfer Protocol (SMTP), answering our ubiquitous call to e-mail, uses a spooled,
or queued, method of mail delivery. Once a message has been sent to a destination, the message
is spooled to a device—usually a disk. The server software at the destination posts a vigil, regularly
checking this queue for messages. When it detects them, it proceeds to deliver them to their des-
tination. SMTP is used to send mail; POP3 is used to receive mail.

Line Printer Daemon (LPD)

The Line Printer Daemon (LPD) protocol is designed for printer sharing. The LPD, along with the
LPR (Line Printer) program, allows print jobs to be spooled and sent to the network’s printers
using TCP/IP.

X Window

Designed for client-server operations, X Window defines a protocol for writing client/server appli-
cations based on a graphical user interface (GUI). The idea is to allow a program, called a client,
to run on one computer and have it display things through a window server on another computer.
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Simple Network Management Protocol (SNIMP)

Simple Network Management Protocol (SNMP) collects and manipulates this valuable net-
work information. It gathers data by polling the devices on the network from a management
station at fixed or random intervals, requiring them to disclose certain information. When
all is well, SNMP receives something called a baseline—a report delimiting the operational
traits of a healthy network. This protocol can also stand as a watchdog over the network,
quickly notifying managers of any sudden turn of events. These network watchdogs are
called agents, and when aberrations occur, agents send an alert called a trap to the man-
agement station.

Domain Name Service (DNS)

Domain Name Service (DNS) resolves hostnames—specifically, Internet names, such as

www . routersim.com. You don’t have to use DNS; you can just type in the IP address of any
device you want to communicate with. An IP address identifies hosts on a network and the
Internet as well. However, DNS was designed to make our lives easier. Think about this: What
would happen if you wanted to move your web page to a different service provider? The IP
address would change and no one would know what the new one was. DNS allows you to use
a domain name to specify an IP address. You can change the IP address as often as you want,
and no one will know the difference.

DNS is used to resolve a fully qualified domain name (FQDN)—for example, waw . Tammle . com
or todd.Tammle.com. An FQDN is a hierarchy that can logically locate a system based on its
domain identifier.

If you want to resolve the name “todd,” you either must type in the FQDN of todd . Tammle. com
or have a device such as a PC or router add the suffix for you. For example, on a Cisco router, you
can use the command ip domain-name Tammle.com to append each request with the Tammle. com
domain. If you don’t do that, you’ll have to type in the FQDN to get DNS to resolve the name.

P an IP address but cannot use its FQDN, then you might have some type of DNS

é/ Animportant thing to remember about DNS is that if you can ping a device with
configuration failure.

Dynamic Host Configuration Protocol (DHCP)/BootP
(Bootstrap Protocol)

Dynamic Host Configuration Protocol (DHCP) gives IP addresses to hosts. It allows easier
administration and works well in small-to-even-very-large network environments. All types of
hardware can be used as a DHCP server, including a Cisco router.

DHCP differs from BootP in that BootP gives an IP address to a host, but the host’s hardware
address must be entered manually in a BootP table. You can think of DHCP as a dynamic
BootP. But remember that BootP is also used to send an operating system that a host can boot
from. DHCP can’t do that.
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But there is a lot of information a DHCP server can provide to a host when the host is
requesting an IP address from the DHCP server. Here’s a list of the information a DHCP server
can provide:

= P address

=  Subnet mask

=  Domain name

=  Default gateway (routers)
=  DNS

= WINS information

A DHCP server can give us even more information than this, but the items in that list are the
most common.

A client that sends out a DHCP Discover message in order to receive an IP address sends out
a broadcast at both layer 2 and layer 3. The layer 2 broadcast is all “Fs” in hex, which looks
like this: FF:FF:FF:FF:FF:FF. The layer 3 broadcast is 255.255.255.255, which means all net-
works and all hosts. DHCP is connectionless, which means it uses User Datagram Protocol
(UDP) at the Transport layer, also known as the Host-to-Host layer—the layer that we’ll talk
about next.

The Host-to-Host Layer Protocols

The main purpose of the Host-to-Host layer is to shield the upper-layer applications from the

complexities of the network. This layer says to the upper layer, “Just give me your data stream,

with any instructions, and I’ll begin the process of getting your information ready to send.”
The following sections describe the two protocols at this layer:

= Transmission Control Protocol (TCP)
= User Datagram Protocol (UDP)

In addition, we’ll look at some of the key host-to-host protocol concepts, as well as the
port numbers.

Remember: this is still considered layer 4, and Cisco really likes the way it can
TE use acknowledgments, sequencing, and flow control.

Transmission Control Protocol (TCP)

Transmission Control Protocol (TCP) takes large blocks of information from an application
and breaks them into segments. It numbers and sequences each segment so that the destination’s
TCP protocol can put the segments back into the order the application intended. After these seg-
ments are sent, TCP (on the transmitting host) waits for an acknowledgment of the receiving
end’s TCP virtual circuit session, retransmitting those that aren’t acknowledged.
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Before a transmitting host starts to send segments down the model, the sender’s TCP proto-
col contacts the destination’s TCP protocol to establish a connection. What is created is known
as a virtual circuit. This type of communication is called connection-oriented. During this initial
handshake, the two TCP layers also agree on the amount of information that’s going to be sent
before the recipient’s TCP sends back an acknowledgment. With everything agreed upon in
advance, the path is paved for reliable communication to take place.

TCP is a full-duplex, connection-oriented, reliable, and accurate protocol, but establishing
all these terms and conditions, in addition to error checking, is no small task. TCP is very com-
plicated and, not surprisingly, costly in terms of network overhead. And since today’s networks
are much more reliable than those of yore, this added reliability is often unnecessary.

TCP Segment Format
Since the upper layers just send a data stream to the protocols in the Transport layers, I'll dem-
onstrate how TCP segments a data stream and prepares it for the Internet layer. The Internet
layer then routes the segments as packets through an internetwork. The segments are handed to
the receiving host’s Host-to-Host layer protocol, which rebuilds the data stream to hand to the
upper-layer applications or protocols.

Figure 2.3 shows the TCP segment format. The figure shows the different fields within the
TCP header.

The TCP header is 20 bytes long, or up to 24 bytes with options. You need to understand
what each field in the TCP segment is. The TCP segment contains the following fields:

Source port The port number of the application on the host sending the data. (Port numbers
will be explained a little later in this section.)

FIGURE 2.3 TCP segmentformat

Bit 0 Bit15 Bit16 Bit 31

Source port (16) Destination port (16)

Sequence number (32)

Acknowledgment number (32)

salkq v

Header : _
length (4) Reserved (6) | Code bits (6) Window (16)

Checksum (16) Urgent (16)

Options (0 or 32 if any)

Data (varies)
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Destination port The port number of the application requested on the destination host.

Sequence number Puts the data back in the correct order or retransmits missing or damaged
data, a process called sequencing.

Acknowledgment number Defines which TCP octet is expected next.

Header length The number of 32-bit words in the TCP header. This indicates where the data
begins. The TCP header (even one including options) is an integral number of 32 bits in length.

Reserved Always set to zero.
Code bits  Control functions used to set up and terminate a session.
Window The window size the sender is willing to accept, in octets.

Checksum The cyclic redundancy check (CRC), because TCP doesn’t trust the lower layers
and checks everything. The CRC checks the header and data fields.

Urgent A valid field only if the Urgent pointer in the code bits is set. If so, this value indicates
the offset from the current sequence number, in octets, where the first segment of non-urgent
data begins.

Options May be 0 or a multiple of 32 bits, if any. What this means is that no options have to be
present (option size of 0). However, if any options are used that do not cause the option field to total
a multiple of 32 bits, padding of Os must be used to make sure the data begins on a 32-bit boundary.

Data Handed down to the TCP protocol at the Transport layer, which includes the upper-
layer headers.

Let’s take a look at a TCP segment copied from a network analyzer:

TCP - Transport Control Protocol
Source Port: 5973
Destination Port: 23
Sequence Number: 1456389907

Ack Number: 1242056456
Offset: 5
Reserved: %000000
Code: %011000

Ack is valid
Push Request
Window: 61320
Checksum: 0x61a6
Urgent Pointer: 0
No TCP Options
TCP Data Area:
vL.5.+.5.+.5.+.5 76 4c 19 35 11 2b 19 35 11 2b 19 35 11
2b 19 35 +. 11 2b 19
Frame Check Sequence: 0x0d00000f
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Did you notice that everything I talked about above is in the segment? As you can see from
the number of fields in the header, TCP creates a lot of overhead. Application developers may
opt for efficiency over reliability to save overhead, so User Datagram Protocol was also defined
at the Transport layer as an alternative.

User Datagram Protocol (UDP)

If you were to compare User Datagram Protocol (UDP) with TCP, the former is basically
the scaled-down economy model that’s sometimes referred to as a thin protocol. Like a thin
person on a park bench, a thin protocol doesn’t take up a lot of room—or in this case, much
bandwidth on a network.

UDP doesn’t offer all the bells and whistles of TCP either, but it does do a fabulous job of
transporting information that doesn’t require reliable delivery—and it does so using far fewer
network resources. (UDP is covered thoroughly in Request for Comments 768.)

)’ The Requests for Comments (RFCs) form a series of notes, started in 1969,
A&TE about the Internet (originally the ARPAnet). The notes discuss many aspects of
computer communication, focusing on networking protocols, procedures, pro-
grams, and concepts but also including meeting notes, opinion, and some-
times humor.

There are some situations where it would definitely be wise for developers to opt for UDP
rather than TCP. Remember the watchdog SNMP up there at the Process/Application layer?
SNMP monitors the network, sending intermittent messages and a fairly steady flow of status
updates and alerts, especially when running on a large network. The cost in overhead to estab-
lish, maintain, and close a TCP connection for each one of those little messages would reduce
what would be an otherwise healthy, efficient network to a dammed-up bog in no time!

Another circumstance calling for UDP over TCP is when reliability is already handled at the
Process/Application layer. Network File System (NFS) handles its own reliability issues, making
the use of TCP both impractical and redundant. But ultimately, it’s up to the application devel-
oper who decides whether to use UDP or TCP, not the user who wants to transfer data faster.

UDP does not sequence the segments and does not care in which order the segments arrive at
the destination. But after that, UDP sends the segments off and forgets about them. It doesn’t fol-
low through, check up on them, or even allow for an acknowledgment of safe arrival—complete
abandonment. Because of this, it’s referred to as an unreliable protocol. This does not mean that
UDP is ineffective, only that it doesn’t handle issues of reliability.

Further, UDP doesn’t create a virtual circuit, nor does it contact the destination before deliv-
ering information to it. Because of this, it’s also considered a connectionless protocol. Since
UDP assumes that the application will use its own reliability method, it doesn’t use any. This
gives an application developer a choice when running the Internet Protocol stack: TCP for reli-
ability or UDP for faster transfers.

So if you’re using Voice over IP (VoIP), for example, you really don’t want to use UDP,
because if the segments arrive out of order (very common in IP networks), they’ll just pass the
segments up to the next OSI (DoD) layer in whatever order they’re received, resulting in some
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seriously garbled data. On the other hand, TCP sequences the segments so they get put back
together in exactly the right order—something UDP just can’t do.

UDP Segment Format

Figure 2.4 clearly illustrates UDP’s markedly low overhead as compared to TCP’s hungry usage.
Look at the figure carefully—can you see that UDP doesn’t use windowing or provide for
acknowledgments in the UDP header?

It’s important for you to understand what each field in the UDP segment is. The UDP seg-
ment contains the following fields:

Source port Port number of the application on the host sending the data.
Destination port Port number of the application requested on the destination host.
Length Length of UDP header and UDP data.

Checksum Checksum of both the UDP header and UDP data fields.

Data Upper-layer data.

UDP, like TCP, doesn’t trust the lower layers and runs its own CRC. Remember that the
Frame Check Sequence (FCS) is the field that houses the CRC, which is why you can see the FCS
information.

The following shows a UDP segment caught on a network analyzer:

UDP - User Datagram Protocol

Source Port: 1085

Destination Port: 5136

Length: 41

Checksum: 0x7a3c

UDP Data Area:

il 00 01 5a 96 00 01 00 00 00 00 00 11 00
00 00

..C..2...._C._C 2e 03 00 43 02 1le 32 0a 00 Oa 00 80 43
00 80

Frame Check Sequence: 0x00000000

FIGURE 2.4 UDPsegment

Bit 0 Bit15 Bit16 Bit 31

Source port (16) Destination port (16)

Length (16) Checksum (16)

saifq g

Data (if any)
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Notice that low overhead! Try to find the sequence number, ack number, and window size
in the UDP segment. You can’t (I hope) because they just aren’t there!

Key Concepts of Host-to-Host Protocols

Since you’ve seen both a connection-oriented (TCP) and connectionless (UDP) protocol in action,
it would be good to summarize the two here. Table 2.1 highlights some of the key concepts that
you should keep in mind regarding these two protocols. You should memorize this table.

TABLE 2.1 Key Features of TCP and UDP

TCP UDP

Sequenced Unsequenced

Reliable Unreliable
Connection-oriented Connectionless

Virtual circuit Low overhead
Acknowledgments No acknowledgment
Windowing flow control No windowing or flow control

A telephone analogy could really help you understand how TCP works. Most of us know
that before you speak to someone on a phone, you must first establish a connection with that
other person—wherever they are. This is like a virtual circuit with the TCP protocol. If you were
giving someone important information during your conversation, you might say, “You know?”
or ask, “Did you get that?” Saying something like this is a lot like a TCP acknowledgment—it’s
designed to get you verification. From time to time (especially on cell phones), people also ask,
“Are you still there?” They end their conversations with a “Goodbye” of some kind, putting
closure on the phone call. TCP also performs these types of functions.

Alternately, using UDP is like sending a postcard. To do that, you don’t need to contact the
other party first. You simply write your message, address the postcard, and mail it. This is anal-
ogous to UDP’s connectionless orientation. Since the message on the postcard is probably not
a matter of life or death, you don’t need an acknowledgment of its receipt. Similarly, UDP does
not involve acknowledgments.

Port Numbers

TCP and UDP must use port numbers to communicate with the upper layers, because they’re

what keeps track of different conversations crossing the network simultaneously. Originating-
source port numbers are dynamically assigned by the source host and will equal some number
starting at 1024. 1023 and below are defined in RFC 3232 (or just see www.iana.org), which
discusses what are called well-known port numbers.
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Virtual circuits that don’t use an application with a well-known port number are assigned
port numbers randomly from a specific range instead. These port numbers identify the source
and destination application or process in the TCP segment.

Figure 2.5 illustrates how both TCP and UDP use port numbers.

The different port numbers that can be used are explained next:
= Numbers below 1024 are considered well-known port numbers and are defined in RFC 3232.

*  Numbers 1024 and above are used by the upper layers to set up sessions with other hosts,
and by TCP to use as source and destination addresses in the TCP segment.

In the following sections we’ll take a look at an analyzer output showing a TCP session.

TCP Session: Source Port
The following listing shows a TCP session captured with Etherpeek analyzer software:

TCP - Transport Control Protocol
Source Port: 5973
Destination Port: 23
Sequence Number: 1456389907

Ack Number: 1242056456
Offset: 5
Reserved: %000000
Code: %011000

Ack is valid
Push Request
Window: 61320
Checksum: 0x61ab
Urgent Pointer: 0
No TCP Options
TCP Data Area:
vL.5.+.5.+.5.+.5 76 4c 19 35 11 2b 19 35 11 2b 19 35 11
2b 19 35 +. 11 2b 19
Frame Check Sequence: 0x0d00000f

FIGURE 2.5 Port numbers for TCP and UDP

Appllai‘n,:::ion FTP Telnet Doom DNS TFTP POP3 News
numbers P V. N S
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Notice that the source host makes up the source port and, in this case, is 5973. The
destination port is 23, which is used to tell the receiving host the purpose of the intended
connection (Telnet).

By looking at this session, you can see that the source host makes up the source port. But why
does the source make up a port number? To differentiate between sessions with different hosts,
my friend. How else would a server know where information is coming from if it didn’t have a
different number from a sending host? TCP and the upper layers don’t use hardware and logical
addresses to understand the sending host’s address as the Data Link and Network layer proto-
cols do. Instead, they use port numbers. And it’s easy to imagine the receiving host getting thor-
oughly confused if all the hosts used the same port number to get to FTP!

TCP Session: Destination Port

You’ll sometimes look at an analyzer and see that only the source port is above 1024 and the
destination port is a well-known port, as shown in the following Etherpeek trace:

TCP - Transport Control Protocol
Source Port: 1144
Destination Port: 80 World Wide Web HTTP
Sequence Number: 9356570

Ack Number: 0
Offset: 7
Reserved: %000000
Code: %000010
Synch Sequence
Window: 8192
Checksum: 0x57E7

Urgent Pointer: 0
TCP Options:
Option Type: 2 Maximum Segment Size
Length: 4
MSS: 536
Option Type: 1 No Operation
Option Type: 1 No Operation
Option Type: 4
Length: 2
Opt Value:
No More HTTP Data
Frame Check Sequence: 0x43697363

And sure enough, the source port is over 1024, but the destination port is 80, or HTTP service.
The server, or receiving host, will change the destination port if it needs to.

In the preceding trace, a “syn” packet is sent to the destination device. The syn sequence is
what’s telling the remote destination device that it wants to create a session.
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TCP Session: Syn Packet Acknowledgment

The next trace shows an acknowledgment to the syn packet:

TCP - Transport Control Protocol

Source Port: 80 World Wide Web HTTP
Destination Port: 1144

Sequence Number: 2873580788

Ack Number: 9356571
Offset: 6

Reserved: %000000
Code: %010010

Ack is valid
Synch Sequence
Window: 8576
Checksum: 0x5F85
Urgent Pointer: 0
TCP Options:
Option Type: 2 Maximum Segment Size
Length: 4
MSS: 1460
No More HTTP Data
Frame Check Sequence: 0x6E203132

Notice the Ack is valid, which means that the source port was accepted and the device

agreed to create a virtual circuit with the originating host.

And here again, you can see that the response from the server shows the source is 80 and the
destination is the 1144 sent from the originating host—all’s well.

Table 2.2 gives you a list of the typical applications used in the TCP/IP suite, their well-
known port numbers, and the Transport layer protocols used by each application or process.

TABLE 2.2 Key Protocols That Use TCP and UDP

TCP UDP
Telnet 23 SNMP 161
SMTP 25 TFTP 69
HTTP 80 DNS 53
FTP 21

DNS 53

HTTPS 443
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Notice that DNS uses both TCP and UDP. Whether it opts for one or the other depends on
what it’s trying to do. Even though it’s not the only application that can use both protocols, it’s
certainly one that you should remember in your studies.

The Internet Layer Protocols

In the DoD model, there are two main reasons for the Internet layer’s existence: routing, and
providing a single network interface to the upper layers.

None of the other upper- or lower-layer protocols have any functions relating to routing—
that complex and important task belongs entirely to the Internet layer. The Internet layer’s sec-
ond duty is to provide a single network interface to the upper-layer protocols. Without this
layer, application programmers would need to write “hooks” into every one of their applica-
tions for each different Network Access protocol. This would not only be a pain in the neck, but
it would lead to different versions of each application—one for Ethernet, another one for Token
Ring, and so on. To prevent this, IP provides one single network interface for the upper-layer
protocols. That accomplished, it’s then the job of IP and the various Network Access protocols
to get along and work together.

All network roads don’t lead to Rome—they lead to IP. And all the other protocols at this
layer, as well as all those at the upper layers, use it. Never forget that. All paths through the DoD
model go through IP. The following sections describe the protocols at the Internet layer:

= Internet Protocol (IP)

= Internet Control Message Protocol (ICMP)

= Address Resolution Protocol (ARP)

= Reverse Address Resolution Protocol (RARP)
= Proxy ARP

Internet Protocol (IP)

Internet Protocol (IP) essentially is the Internet layer. The other protocols found here merely
exist to support it. IP holds the big picture and could be said to “see all,” in that it’s aware
of all the interconnected networks. It can do this because all the machines on the network
have a software, or logical, address called an IP address, which I’ll cover more thoroughly
later in this chapter.

IP looks at each packet’s address. Then, using a routing table, it decides where a packet is to
be sent next, choosing the best path. The protocols of the Network Access layer at the bottom
of the DoD model don’t possess IP’s enlightened scope of the entire network; they deal only with
physical links (local networks).

Identifying devices on networks requires answering these two questions: Which network is
it on? And what is its ID on that network? The first answer is the software address, or logical
address (the correct street). The second answer is the hardware address (the correct mailbox).
All hosts on a network have a logical ID called an IP address. This is the software, or logical,
address and contains valuable encoded information, greatly simplifying the complex task of
routing. (IP is discussed in RFC 791.)
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IP receives segments from the Host-to-Host layer and fragments them into datagrams
(packets) if necessary. IP then reassembles datagrams back into segments on the receiving
side. Each datagram is assigned the IP address of the sender and of the recipient. Each router
(layer 3 device) that receives a datagram makes routing decisions based on the packet’s
destination IP address.

Figure 2.6 shows an IP header. This will give you an idea of what the IP protocol has to
go through every time user data is sent from the upper layers and is to be sent to a remote
network.

The following fields make up the IP header:

Version IP version number.
Header Length Header length (HLEN) in 32-bit words.

ToS with IP Precedence Bits Type of Service tells how the datagram should be handled. The
first 3 bits are the priority bits.

Total length Length of the packet including header and data.

Identifier Unique IP-packet value.

Flags Specifies whether fragmentation should occur.

Frag offset Provides fragmentation and reassembly if the packet is too large to put in a frame.

It also allows different maximum transmission units (MTUs) on the Internet.

FIGURE 2.6 IP header
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TTL The time to live (TTL) is set into a packet when it is originally generated. If it doesn’t get
to where it wants to go before the TTL expires, boom—it’s gone. This stops IP packets from
continuously circling the network looking for a home.

Protocol Port of upper-layer protocol (TCP is port 6 or UDP is port 17 [hex]). Also supports
Network layer protocols.

Header checksum Cyclic redundancy check (CRC) on header only.

Source IP address  32-bit IP address of sending station.

Destination IP address 32-bit IP address of the station this packet is destined for.
IP options Used for network testing, debugging, security, and more.

Data After the IP option field will be the upper-layer data.

Here’s a snapshot of an IP packet caught on a network analyzer (notice that all the header
information discussed above appears here):

IP Header - Internet Protocol Datagram

Version: 4

Header Length: 5
Precedence: 0

Type of Service: %000
Unused: %00

Total Length: 187
Identifier: 22486
Fragmentation Flags: %010 Do Not Fragment
Fragment Offset: 0

Time To Live: 60

IP Type: 0x06 TCP
Header Checksum: 0xd031
Source IP Address: 10.7.1.30
Dest. IP Address: 10.7.1.10

No Internet Datagram Options

Can you distinguish the logical, or IP, addresses in this header?

The Type field—it’s typically a Protocol field, but this analyzer sees it as an IP Type field—
is important. If the header didn’t carry the protocol information for the next layer, IP wouldn’t
know what to do with the data carried in the packet. The example above tells IP to hand the seg-
ment to TCP.

Figure 2.7 demonstrates how the Network layer sees the protocols at the Transport layer
when it needs to hand a packet to the upper-layer protocols.
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FIGURE 2.7 The Protocol field in an IP header
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In this example, the Protocol field tells IP to send the data to either TCP port 6 or UDP
port 17 (both hex addresses). But it will only be UDP or TCP if the data is part of a data stream
headed for an upper-layer service or application. It could just as easily be destined for Internet
Control Message Protocol (ICMP), Address Resolution Protocol (ARP), or some other type of
Network layer protocol.

Table 2.3 is a list of some other popular protocols that can be specified in the Protocol field.

TABLE 2.3 Possible Protocols Found in the Protocol Field of an IP Header

Protocol Protocol Number
ICMP 1

IGRP 9

EIGRP 88

OSPF 89

IPv6 41

GRE 47

IPXin IP 111

Layer 2 tunnel (L2TP) 115

Internet Control Message Protocol (ICMP)

Internet Control Message Protocol (ICMP) works at the Network layer and is used by IP for
many different services. ICMP is a management protocol and messaging service provider for IP.
Its messages are carried as IP datagrams. RFC 1256 is an annex to ICMP, which affords hosts’
extended capability in discovering routes to gateways.
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Periodically, router advertisements are announced over the network, reporting IP addresses
for the router’s network interfaces. Hosts listen for these network infomercials to acquire route
information. A router solicitation is a request for immediate advertisements and may be sent by
a host when it starts up.

) RFC 792 references ICMP and describes how ICMP must be implemented by all
TE TCP/IP hosts.

The following are some common events and messages that ICMP relates to:

Destination Unreachable If a router can’t send an IP datagram any further, it uses ICMP to
send a message back to the sender, advising it of the situation. For example, if a router receives
a packet destined for a network that the router doesn’t know about, it will send an ICMP Des-
tination Unreachable message back to the sending station.

Buffer Full If a router’s memory buffer for receiving incoming datagrams is full, it will use
ICMP to send out this message until the congestion abates.

Hops Each IP datagram is allotted a certain number of routers, called hops, to pass through.
If it reaches its limit of hops before arriving at its destination, the last router to receive that dat-
agram deletes it. The executioner router then uses ICMP to send an obituary message, informing
the sending machine of the demise of its datagram.

Ping Ping (Packet Internet Groper) uses ICMP echo messages to check the physical and logical
connectivity of machines on an internetwork.

Traceroute Using ICMP timeouts, Traceroute is used to discover the path a packet takes as it
traverses an internetwork.

) Both Ping and Traceroute (also just called Trace; Microsoft Windows uses trac-
TE ert) allow you to verify address configurations in your internetwork.

The following data is from a network analyzer catching an ICMP echo request:

Flags: 0x00

Status: 0x00

Packet Length: 78

Timestamp: 14:04:25.967000 12/20/03

Ethernet Header

Destination: 00:a0:24:6e:0f:a8
Source: 00:80:c7:a8:f0:3d
Ether-Type: 08-00 IP

IP Header - Internet Protocol Datagram
Version: 4
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Header Length: 5
Precedence: 0

Type of Service: %000
Unused: %00
Total Length: 60
Identifier: 56325
Fragmentation Flags: %000
Fragment Offset: 0

Time To Live: 32

IP Type: 0x01 ICMP
Header Checksum: 0x2df0

Source IP Address: 100.100.100.2

Dest. IP Address: 100.100.100.1

No Internet Datagram Options

ICMP - Internet Control Messages Protocol

ICMP Type: 8 Echo Request
Code: 0

Checksum: 0x395c
Identifier: 0x0300

Sequence Number: 4352

ICMP Data Area:

abcdefghijkimnop 61 62 63 64 65 66 67 68 69 6a 6b 6¢c 6d
grstuvwabcdefghi 71 72 73 74 75 76 77 61 62 63 64 65 66
Frame Check Sequence: 0x00000000

Notice anything unusual? Did you catch the fact that even though ICMP works at the Inter-
net (Network) layer, it still uses IP to do the Ping request? The Type field in the IP header is
0x01, which specifies the ICMP protocol.

) The Ping program just uses the alphabet in the data portion of the packet as a
TE payload, 100 bytes by default.

If you remember reading about the Data Link layer and the different frame types in Chapter 1,
you should be able to look at the preceding trace and tell what type of Ethernet frame this is. The
only fields are destination hardware address, source hardware address, and Ether-Type. The only
frame that uses an Ether-Type field exclusively is an Ethernet_II frame. (SNAP uses an Ether-Type
field also, but only within an 802.2 LLC field, which isn’t present in the frame.)

Address Resolution Protocol (ARP)

Address Resolution Protocol (ARP) finds the hardware address of a host from a known IP
address. Here’s how it works: When IP has a datagram to send, it must inform a Network
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Access protocol, such as Ethernet or Token Ring, of the destination’s hardware address on the
local network. (It has already been informed by upper-layer protocols of the destination’s IP
address.) If IP doesn’t find the destination host’s hardware address in the ARP cache, it uses
ARP to find this information.

As IP’s detective, ARP interrogates the local network by sending out a broadcast asking the
machine with the specified IP address to reply with its hardware address. So basically, ARP
translates the software (IP) address into a hardware address—for example, the destination
machine’s Ethernet board address—and from it, deduces its whereabouts on LAN by broad-
casting for this address. Figure 2.8 shows how an ARP looks to a local network.

) ARP resolves IP addresses to Ethernet (MAC) addresses.
TE
e following trace shows an ARP broadcast—notice that the destination hardware address
is unknown, and is all Fs in hex (all 1s in binary)—and is a hardware address broadcast:

Flags: 0x00

Status: 0x00

Packet Length: 64

Timestamp: 09:17:29.574000 12/06/03

Ethernet Header

Destination: FF:FF:FF:FF:FF:FF Ethernet Broadcast
Source: 00:A0:24:48:60:A5

Protocol Type: 0x0806 IP ARP
ARP - Address Resolution Protocol

Hardware: 1 Ethernet (10Mb)

Protocol: 0x0800 IP

Hardware Address Length: 6

Protocol Address Length: 4

Operation: 1 ARP Request

Sender Hardware Address: 00:A0:24:48:60:A5

Sender Internet Address: 172.16.10.3

Target Hardware Address: 00:00:00:00:00:00 (ignored)
Target Internet Address: 172.16.10.10
Extra bytes (Padding):

................ 0A OA OA OA OA OA OA 0A OA OA OA OA 0A

0A OA OA 0A OA

Frame Check Sequence: 0x00000000

Reverse Address Resolution Protocol (RARP)

When an IP machine happens to be a diskless machine, it has no way of initially knowing its
IP address. But it does know its MAC address. Reverse Address Resolution Protocol (RARP)
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discovers the identity of the IP address for diskless machines by sending out a packet that
includes its MAC address and a request for the IP address assigned to that MAC address. A des-
ignated machine, called a RARP server, responds with the answer, and the identity crisis is over.
RARP uses the information it does know about the machine’s MAC address to learn its IP
address and complete the machine’s ID portrait.

) RARP resolves Ethernet (MAC) addresses to IP addresses.
TE

Figure 2.9 shows a diskless workstation asking for its IP address with a RARP broadcast:

FIGURE 2.8 Local ARP broadcast

| heard that broadcast.
The message is for me.
Here is my Ethernet address.

| need the Ethernet
address of 10.1.1.2

10.1.1.2

> | IP:10.1.12=-22?

IP:10.1.1.2
Ethernet: 4523.7985.7734 | <€——

FIGURE 2.9 RARP broadcast example

| heard that broadcast.
Your IP address
is 192.168.10.3

What's my IP
address?

> [ Ethernet: 4523.7985.7734 1P = 2777 |

Ethernet; 4523.7985.7734
IP: 192.168.10.3 -~
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Proxy Address Resolution Protocol (Proxy ARP)

On a network, your hosts can’t have more then one default-gateway configured. Think about
this...What if the default-gateway (router) happens to go down? The host won’t just start send-
ing to another router automatically—you’ve got to reconfigure that host. But Proxy ARP can
actually help machines on a subnet reach remote subnets without configuring routing or even
a default gateway.

One advantage of using Proxy ARP is that is can be added to a single router on a network
without disturbing the routing tables of all the other routers that live there too. But there’s a
serious downside to using Proxy ARP. Using Proxy ARP will definitely increase the amount of
traffic on your network segment, and hosts will have a larger ARP table than usual in order to
handle all the IP-to-MAC address mappings. And Proxy ARP is configured on all Cisco routers
by default—you should disable it if you don’t think you’re going to use it.

One last thought on Proxy ARP: Proxy ARP really isn’t really a separate protocol. It is a ser-
vice run by routers on behalf of other devices that are separated from their query by a router,
although they think they share the subnet with the other device.

Binary to Decimal and
Hexadecimal Conversion

Before we continue discussing the TCP/IP protocol stack and IP addressing, it’s really important
for you to truly understand the differences between binary, decimal, and hexadecimal numbers,
and how to convert one format into the other.

So we’ll start with binary numbering. It’s pretty simple, really. The digits used are limited
to either a 1 (one) or a 0 (zero), with each digit being called one bit (short for binary digiz).
Typically, you count either 4 or 8 bits together, with these being referred to as a nibble or a
byte, respectively.

What interests us in binary numbering is the value represented in a decimal format—the typical
decimal format being the base 10 number scheme that we’ve all used since kindergarten. The
binary numbers are placed in a value spot: starting at the right and moving left, with each spot
having double the value of the previous spot.

Table 2.4 shows the decimal values of each bit location in a nibble and a byte. Remember,
a nibble is 4 bits and a byte is 8 bits.

TABLE 2.4 Binary Values

Nibble values Byte values

8421 1286432168421
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What all this means is that if a one digit (1) is placed in a value spot, then the nibble or byte
takes on that decimal value, and adds it to any other value spots that have a one. And if a
zero (0) is placed in a bit spot, then you don’t count that value.

Let me clarify things. If we have a 1 placed in each spot of our nibble, we would then add up
8 +4 +2 + 1, to give us a maximum value of 15. Another example for our nibble values would
be 1010, which means that the 8 bit and the 2 bit are turned on, which equals a decimal value
of 10. If we have a nibble binary value of 0110, then our decimal value would be 6, because the
4 and 2 bits are turned on.

But the byte values can add up to a value that’s significantly higher than 15. This is how: If
we counted every bit as a one (1), then the byte binary value would look like this (remember,
8 bits equal a byte):

11111111

We would then count up every bit spot because each is turned on. It would look like this:

128 +64 +32 +16 +8 +4 +2 +1=255
which demonstrates the maximum value of a byte.

There are plenty of other decimal values that a binary number can equal. Let’s work through
a few examples:

10010110

Which bits are on? The 128, 16, 4, and 2 bits are on, so we’ll just add them up: 128 + 16 +
4 +2=150.

01101100

Which bits are on? The 64, 32, 8, and 4 bits are on, so we just need to add them up: 64 + 32 +
8 +4=108.

11101000

Which bits are on? The 128, 64, 32 and 8 bits are on, so just add the values up: 128 + 64 +
32 +8=232

Table 2.5 is a table you should memorize before braving the subnetting section in Chapter 3.

TABLE 2.5 Binaryto Decimal Memorization Chart

Binary Value Decimal Value
10000000 128
11000000 192
11100000 224
11110000 240
11111000 248

11111100 252
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TABLE 2.5 Binary to Decimal Memorization Chart (continued)

Binary Value Decimal Value
11111110 254
11111111 255

Perhaps it is needless to say (but just in case): You need to understand binary-to-decimal con-
version before moving on to Chapter 3.

Hexadecimal addressing is completely different than binary or decimal—it’s converted by
reading nibbles, not bytes. By using a nibble, we can convert these bits to hex pretty simply.
First, understand that the hexadecimal addressing scheme uses only the numbers 0 through 9.
And since the numbers 10, 11, 12, etc. can’t be used (because they are two digits), the letters A,
B, C, D, E, and F are used to represent 10, 11, 12, 13, 14, and 135, respectively.

Table 2.6 shows both the binary value and the decimal value for each hexadecimal digit.

TABLE 2.6 HextoBinaryto Decimal Chart

Hexadecimal Value Binary Value Decimal Value
0 0000 0
1 0001 1
2 0010 2
3 0011 3
4 0100 4
5 0101 5
6 0110 6
7 0111 7
8 1000 8
9 1001 9
A 1010 10

B 1011 11
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TABLE 2.6 HextoBinaryto Decimal Chart (continued)

Hexadecimal Value Binary Value Decimal Value
C 1100 12
D 1101 13
E 1110 14
F 1111 15

Did you notice that the first 10 hexadecimal digits (0-9) are the same value as the decimal
values? If not, look again. This handy fact makes those values super easy to convert.

So suppose you have something like this: Ox6A. (Sometimes Cisco likes to put Ox in front of
characters so you know that they are a hex value. They don’t have any other special meaning.)
What are the binary and decimal values? All you have to remember is that each hex character
is one nibble and two hex characters together make a byte. To figure out the binary value, we
need to put the hex characters into two nibbles, then put them together into a byte. 6 = 0110
and A (which is 10 in hex) = 0101, so the complete byte would be 01101010.

To convert from binary to hex, just take the byte and break it into nibbles. Here’s what I mean:

Say you have the binary number 01010101. First, break it into nibbles—0101 and 0101—
with the value of each nibble being 3, since the 1 and 4 bits are on. This makes the hex answer
55. Why? Because we’re converting a whole byte. And in decimal format, the binary number is
01101010, which converts to 64 + 32 + 8 + 2 = 106.

Here’s another binary number:

11001100

Your answer would be 1100 = 12 and 1100 = 12 (therefore, it’s converted to CC in hex). The
decimal conversion answer would be 128 + 64 + 8 + 4 = 204.

One more example, then we’ve got to move on into IP addressing. Suppose you had the fol-
lowing binary number:

10110101

The hex answer would be B3, since 1011 converts to B and 1010 converts to 5 in hex value.
The decimal equivalent is 128 + 32 + 16 + 4 + 1 = 181.

IP Addressing

One of the most important topics in any discussion of TCP/IP is IP addressing. An IP address
is a numeric identifier assigned to each machine on an IP network. It designates the specific loca-
tion of a device on the network.

An IP address is a software address, not a hardware address—the latter is hard-coded on a
Network Interface Card (NIC) and used for finding hosts on a local network. IP addressing was
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designed to allow a host on one network to communicate with a host on a different network,
regardless of the type of LANs the hosts are participating in.

Before we get into the more complicated aspects of IP addressing, you need to understand some
of the basics. First 'm going to explain some of the fundamentals of IP addressing and its termi-
nology. Then you’ll learn about the hierarchical IP addressing scheme and private IP addresses.

IP Terminology

Throughout this chapter you’ll learn several important terms vital to your understanding of the
Internet Protocol. Here are a few to get you started:

Bit A bit is one digit, either a 1 or a 0.

Byte A byteis 7 or 8 bits, depending on whether parity is used. For the rest of this chapter,
always assume a byte is 8 bits.

Octet An octet, made up of 8 bits, is just an ordinary 8-bit binary number. In this chapter, the
terms byte and octet are completely interchangeable.

Network address This is the designation used in routing to send packets to a remote net-
work—for example, 10.0.0.0, 172.16.0.0, and 192.168.10.0.

Broadcast address The address used by applications and hosts to send information to all nodes
on a network is called the broadcast address. Examples include 255.255.255.255, which is all net-
works, all nodes; 172.16.255.255, which is all subnets and hosts on network 172.16.0.0; and
10.255.255.255, which broadcasts to all subnets and hosts on network 10.0.0.0.

The Hierarchical IP Addressing Scheme

An IP address consists of 32 bits of information. These bits are divided into four sections,
referred to as octets or bytes, each containing 1 byte (8 bits). You can depict an IP address using
one of three methods:

=  Dotted-decimal, as in 172.16.30.56
= Binary, as in 10101100.00010000.00011110.00111000
=  Hexadecimal, as in AC.10.1E.38

All these examples truly represent the same IP address. Hexadecimal isn’t used as often as
dotted-decimal or binary when IP addressing is discussed, but you still might find an IP address
stored in hexadecimal in some programs. The Windows Registry is a good example of a pro-
gram that stores a machine’s IP address in hex.

The 32-bit IP address is a structured or hierarchical address, as opposed to a flat or nonhier-
archical address. Although either type of addressing scheme could have been used, hierarchical
addressing was chosen for a good reason. The advantage of this scheme is that it can handle a large
number of addresses, namely 4.3 billion (a 32-bit address space with two possible values for each
position—either 0 or 1—gives you 232, or 4,294,967,296). The disadvantage of the flat addressing
scheme, and the reason it’s not used for IP addressing, relates to routing. If every address were
unique, all routers on the Internet would need to store the address of each and every machine on
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the Internet. This would make efficient routing impossible, even if only a fraction of the possible
addresses were used.

The solution to this problem is to use a two- or three-level, hierarchical addressing scheme
that is structured by network and host, or network, subnet, and host.

This two- or three-level scheme is comparable to a telephone number. The first section,
the area code, designates a very large area. The second section, the prefix, narrows the scope
to a local calling area. The final segment, the customer number, zooms in on the specific
connection. IP addresses use the same type of layered structure. Rather than all 32 bits being
treated as a unique identifier, as in flat addressing, a part of the address is designated as the
network address, and the other part is designated as either the subnet and host or just
the node address.

In the following sections, ’'m going to discuss IP network addressing and the different classes
of address we can use to address our networks with.

Network Addressing

The network address (which can also be called the network number) uniquely identifies each
network. Every machine on the same network shares that network address as part of its IP
address. In the IP address 172.16.30.56, for example, 172.16 is the network address.

The node address is assigned to, and uniquely identifies, each machine on a network. This
part of the address must be unique because it identifies a particular machine—an individual—
as opposed to a network, which is a group. This number can also be referred to as a host
address. In the sample IP address 172.16.30.56, the 30.56 is the node address.

The designers of the Internet decided to create classes of networks based on network size. For
the small number of networks possessing a very large number of nodes, they created the rank
Class A network. At the other extreme is the Class C network, which is reserved for the numer-
ous networks with a small number of nodes. The class distinction for networks between very
large and very small is predictably called the Class B network.

Subdividing an IP address into a network and node address is determined by the class des-
ignation of one’s network. Figure 2.10 summarizes the three classes of networks—a subject ’ll
explain in much greater detail throughout this chapter.

To ensure efficient routing, Internet designers defined a mandate for the leading-bits sec-
tion of the address for each different network class. For example, since a router knows that
a Class A network address always starts with a 0, the router might be able to speed a packet
on its way after reading only the first bit of its address. This is where the address schemes
define the difference between a Class A, a Class B, and a Class C address. In the next sec-
tions, I’ll discuss the differences between these three classes, followed by a discussion of the
Class D and Class E addresses (class A, B and C are the only ranges that are used to address
hosts in our networks).

Network Address Range: Class A

The designers of the IP address scheme said that the first bit of the first byte in a Class A net-
work address must always be off, or 0. This means a Class A address must be between 0 and
127, inclusive.
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FIGURE 2.10 Summary of the three classes of networks

8 bits 8 bits 8 bits 8 bits

Class A: Network Host Host Host
Class B: Network Network Host Host
Class C: Network Network Network Host
Class D: Multicast
Class E: Research

Consider the following network address:
OXXXXXXX

If we turn the other 7 bits all off and then turn them all on, we’ll find the Class A range of net-
work addresses:

00000000
01111111

0
127

So, a Class A network is defined in the first octet between 0 and 127, and it can’t be less or
more. (yes, [ know 0 and 127 are not valid in a class A network—Tll talk about illegal addresses
in a minute.)

Network Address Range: Class B

In a Class B network, the RFCs state that the first bit of the first byte must always be turned on, but
the second bit must always be turned off. If you turn the other 6 bits all off and then all on, you will
find the range for a Class B network:

10000000
10111111

128
191

As you can see, a Class B network is defined when the first byte is configured from 128
to 191.

Network Address Range: Class C

For Class C networks, the RFCs define the first 2 bits of the first octet as always turned on, but
the third bit can never be on. Following the same process as the previous classes, convert from
binary to decimal to find the range. Here’s the range for a Class C network:

11000000
11011111

192
223
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So, if you see an IP address that starts at 192 and goes to 223, you’ll know it is a Class C
IP address.

Network Address Ranges: Classes D and E

The addresses between 224 and 255 are reserved for Class D and E networks. Class D (224-239)
is used for multicast addresses and Class E (240-255) for scientific purposes, but I’'m not going
into these types of addresses in this book (and you don’t need to know them).

Network Addresses: Special Purpose

Some IP addresses are reserved for special purposes, so network administrators can’t ever assign
these addresses to nodes. Table 2.7 lists the members of this exclusive little club and the reasons
why they’re included in it.

TABLE 2.7 Reserved IP Addresses

Address Function

Network address of all Os Interpreted to mean “this network or segment.”
Network address of all 1s Interpreted to mean “all networks.”

Network 127.0.0.1 Reserved for loopback tests. Designates the local

node and allows that node to send a test packet to
itself without generating network traffic.

Node address of all Os Interpreted to mean “network address” or any host
on specified network.

Node address of all 1s Interpreted to mean “all nodes” on the specified
network; for example, 128.2.255.255 means “all
nodes” on network 128.2 (Class B address).

Entire IP address set to all Os Used by Cisco routers to designate the default
route. Could also mean “any network.”

Entire IP address set to all 1s (same as Broadcast to all nodes on the current network;

255.255.255.255) sometimes called an “all 1s broadcast” or limited
broadcast.

Class A Addresses

In a Class A network address, the first byte is assigned to the network address, and the three
remaining bytes are used for the node addresses. The Class A format is:

network .node.node.node
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For example, in the IP address 49.22.102.70, the 49 is the network address, and 22.102.70 is
the node address. Every machine on this particular network would have the distinctive network
address of 49.

Class A network addresses are one byte long, with the first bit of that byte reserved and the
7 remaining bits available for manipulation (addressing). As a result, the maximum number of
Class A networks that can be created is 128. Why? Because each of the 7 bit positions can be
either a 0 or a 1, thus 27 or 128.

To complicate matters further, the network address of all 0s (0000 0000) is reserved to des-
ignate the default route (see Table 2.7 in the previous section). Additionally, the address 127,
which is reserved for diagnostics, can’t be used either, which means that you can really only use
the numbers 1 to 126 to designate Class A network addresses. This means the actual number
of usable Class A network addresses is 128 minus 2, or 126.

Each Class A address has three bytes (24-bit positions) for the node address of a machine.
This means there are 224—or 16,777,216—unique combinations and, therefore, precisely that
many possible unique node addresses for each Class A network. Because node addresses with
the two patterns of all Os and all 1s are reserved, the actual maximum usable number of nodes
for a Class A network is 224 minus 2, which equals 16,777,214. Either way, that’s a huge
amount of hosts on a network segment!

Class A Valid Host IDs

Here’s an example of how to figure out the valid host IDs in a Class A network address:
= All host bits off is the network address: 10.0.0.0.

= All host bits on is the broadcast address: 10.255.255.255.

The valid hosts are the numbers in between the network address and the broadcast address:
10.0.0.1 through 10.255.255.254. Notice that Os and 255s can be valid host IDs. All you need
to remember when trying to find valid host addresses is that the host bits can’t all be turned off
or all be on at the same time.

Class B Addresses

In a Class B network address, the first two bytes are assigned to the network address and the
remaining two bytes are used for node addresses. The format is:

network .network .node .node

For example, in the IP address 172.16.30.56, the network address is 172.16, and the node
address is 30.56.

With a network address being two bytes (8 bits each), there would be 216 unique combina-
tions. But the Internet designers decided that all Class B network addresses should start with the
binary digit 1, then 0. This leaves 14 bit positions to manipulate, therefore 16,384 (that is, 214)
unique Class B network addresses.

A Class B address uses two bytes for node addresses. This is 216 minus the two reserved pat-
terns (all Os and all 1s), for a total of 65,534 possible node addresses for each Class B network.
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Class B Valid Host IDs

Here’s an example of how to find the valid hosts in a Class B network:
= All host bits turned off is the network address: 172.16.0.0.

= All host bits turned on is the broadcast address: 172.16.255.255.

The valid hosts would be the numbers in between the network address and the broadcast
address: 172.16.0.1 through 172.16.255.254.

Class C Addresses

The first three bytes of a Class C network address are dedicated to the network portion of the
address, with only one measly byte remaining for the node address. The format is

network .network .network .node

Using the example IP address 192.168.100.102, the network address is 192.168.100, and
the node address is 102.

In a Class C network address, the first three bit positions are always the binary 110. The cal-
culation is: 3 bytes, or 24 bits, minus 3 reserved positions, leaves 21 positions. Hence, there are
221 or 2,097,152, possible Class C networks.

Each unique Class C network has one byte to use for node addresses. This leads to 28 or 256,
minus the two reserved patterns of all Os and all 1s, for a total of 254 node addresses for each
Class C network.

Class C Valid Host IDs

Here’s an example of how to find a valid host ID in a Class C network:
= All host bits turned off is the network ID: 192.168.100.0.

= All host bits turned on is the broadcast address: 192.168.100.255.

The valid hosts would be the numbers in between the network address and the broadcast
address: 192.168.100.1 through 192.168.100.254.

Private IP Addresses

The people who created the IP addressing scheme also created what we call private IP addresses.
These addresses can be used on a private network, but they’re not routable through the Internet.
This is designed for the purpose of creating a measure of well-needed security, but it also con-
veniently saves valuable IP address space.

If every host on every network had to have real routable IP addresses, we would have run out
of IP addresses to hand out years ago. But by using private IP addresses, ISPs, corporations, and
home users only need a relatively tiny group of bona fide IP addresses to connect their networks
to the Internet. This is economical because they can use private IP addresses on their inside net-
works and get along just fine.

To accomplish this task, the ISP and the corporation—the end user, no matter who they
are—need to use something called a Network Address Translation (NAT), which basically takes
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a private IP address and converts it for use on the Internet. Many people can use the same real
IP address to transmit out onto the Internet. Doing things this way saves megatons of address
space—good for us all!

) I'll provide an introduction to what NAT is in the section “Introduction to Net-
TE work Address Translation (NAT).”

The reserved private addresses are listed in Table 2.8.

TABLE 2.8 Reserved IP Address Space

Address Class Reserved address space

Class A 10.0.0.0 through 10.255.255.255
Class B 172.16.0.0 through 172.31.255.255
Class C 192.168.0.0 through 192.168.255.255

@ Real World Scenario
So, what private IP address should | use?

That's a really great question: Should you use Class A, Class B, or even Class C private
addressing when setting up your network? Let’s take Acme Corporation in San Francisco as
an example. This company is moving into a new building and needs a whole new network
(what atreatthisis!). They have 14 departments, with about 70 users in each. You could probably
squeeze one or two Class C addresses to use, or maybe you could use a Class B, or even a
Class A, just for fun.

The rule of thumb in the consulting world is, when you're setting up a corporate network—
regardless of how small it is—you should use a Class A network address because it gives
you the most flexibility and growth options. For example, if you used the 10.0.0.0 network
address with a /24 mask, then you’'d have 65,536 networks, each with 254 hosts. Lots of
room for growth with that network!

But if you're setting up a home network, you’'d opt for a Class C address because it is the easiest
for people to understand and configure. Using the default Class C mask gives you one network
with 254 hosts—plenty for a home network.

With the Acme Corporation, a nice 10.1.x.0 with a /24 mask (the x is the subnet for each depart-
ment) makes this easy to design, install, and troubleshoot.
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Broadcast Addresses

Even though I’ve referred to broadcast addresses throughout Chapters 1 and 2, I really haven’t
gone into their different terms and uses. Here are the four different types I’d like to define:

Layer 2 broadcasts These are sent to all nodes on a LAN.
Broadcasts (layer 3) These are sent to all nodes on the network.
Unicast These are sent to a single destination host.

Multicast These are packets sent from a single source, and transmitted to many devices on dif-
ferent networks.

First, understand that layer 2 broadcasts are also known as hardware broadcasts—they only
go out on a LAN, and they usually don’t go past the LAN boundary (router) unless they become
a unicast packet (discussed in a minute). The typical hardware address is 6 bytes (48 bits) and
looks something like 0c.43.a4.f3.12.c2. The broadcast would be all 1s in binary and all Fs in
hexadecimal, as in FF.FF.FF.FF.FF.FF.

Then there’s the plain old broadcast addresses at layer 3. Broadcast messages are meant to
reach all hosts on a broadcast domain. These are the network broadcasts that have all host bits
on. Here’s an example that you’re already familiar with: The network address of 172.16.0.0
255.255.0.0 would have a broadcast address of 172.16.255.255—all host bits on. Broadcasts
can also be “all networks and all hosts,” as indicated by 255.255.255.255. A good example of
a broadcast message is an Address Resolution Protocol (ARP) request. When a host has a
packet, it knows the logical address (IP) of the destination. To get the packet to the destination,
the host needs to forward the packet to a default gateway if the destination resides on a different
IP network. If the destination is on the local network, the source will forward the packet directly
to the destination. Because the source doesn’t have the MAC address it needs to forward the
frame to, it sends out a broadcast, something that every device in the local broadcast domain
will listen to. This broadcast says, in essence, “If you are the owner of IP address 192.168.2.3,
please forward your MAC address to me,” with the source giving the appropriate information.

A unicast is different because it’s a broadcast that becomes directed to an actual destina-
tion IP address—in other words, it’s directed to a specific host, and a DHCP client request is
a good example of how a unicast works. Here’s an example: Your host on a LAN sends out
an FE.FF.FE.FE.FF.FF layer 2 broadcast and 255.255.255.255 layer 3 destination broadcast
looking for a DHCP server on the LAN. The router will see that this is a broadcast meant for
the DHCP server because it has a destination port number of 67 (BootP server), and will
forward the request to the IP address of the DHCP server on another LAN. So, basically, if
your DHCP server IP address is 172.16.10.1, your host just sends out a 255.255.255.255
DHCP client broadcast request, and the router changes that broadcast to the specific desti-
nation address of 172.16.10.1.

Be careful here—a host address can really look like a broadcast address! For example, a Uni-
cast is a broadcast that’s forwarded to a specific host. Is the IP address 172.16.128.255/18 a
valid host or a broadcast address? Sure looks like a broadcast address!
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First, /18 is 255.255.192.0. This makes the valid networks 64.0 and 128.0, where the broad-
cast address for the 172.16.128.0 subnet is 172.16.191.2535, so the valid hosts are 128.1 through
191.254.172.16.128.255 is a valid host and is a unicast! Don’t worry—TI’ll show you how to sub-
net this in the next chapter. For now, understand that just because an IP address has a 0 or 255
in the address doesn’t always make it a broadcast.

Multicast is a different beast entirely. At first glance, it appears to be a hybrid of unicast and
broadcast communication, but that isn’t quite the case. Multicast does allow point-to-multipoint
communication, which is similar to broadcasts, but it happens in a different manner. The crux of
multicast is that it enables multiple recipients to receive messages without flooding the messages
to all hosts on a broadcast domain.

Multicast works by sending messages or data to IP multicast group addresses. Routers then for-
ward copies of the packet out every interface that has hosts subscribed to that group address. This
is where multicast differs from broadcast messages—with multicast communication, copies of
packets, in theory, are sent only to subscribed hosts.

There are several different groups that users or applications can subscribe to. The range of
multicast addresses starts with 224.0.0.0, and goes through 239.255.255.255. As you can see,
this range of addresses falls within IP Class D address space based on classful IP assignment.

Introduction to Network Address
Translation (NAT)

Whether your network is the home or the corporate type, if it uses the private IP addresses that I
just talked about, you have to translate your private inside addresses to a global outside address
by using NAT. The main idea is to conserve Internet global address space, but it also increases net-
work security by hiding internal IP addresses from external networks. In NAT terminology, the
inside network is the set of networks that are subject to translation. The outside network refers to
all other addresses—usually those located on the Internet. However, just to help confuse you, it’s
important to understand that you can translate packets coming into the private network as well.

NAT operates on a Cisco router—generally only connecting two networks together—and
translates your private (inside local) addresses within the internal network, into public (inside
global) addresses before any packets are forwarded to another network. This functionality gives
you the option to configure NAT so that it will advertise only a single address for your entire
network to the outside world. Doing this effectively hides the internal network from the whole
world really well, giving you some much-needed additional security.

There are different flavors of NAT:

Static NAT Designed to allow one-to-one mapping between local and global addresses. This
flavor requires you to have one real Internet IP address for every host on your network.

Dynamic NAT Designed to map an unregistered IP address to a registered IP address from out
of a pool of registered IP addresses. You don’t have to statically configure your router to map an
inside to an outside address as in static NAT, but you do have to have enough real IP addresses
for everyone who wants to send packets to and from the Internet.
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Overloading This is the most popular type of NAT configuration. Overloading is a form of
dynamic NAT that maps multiple unregistered IP addresses to a single registered IP address
(many-to-one) by using different ports. Therefore, it’s also known as port address translation
(PAT). By using PAT (NAT Overload), you can have thousands of users connect to the Internet
using only one real global IP address—pretty slick! NAT Overload is the reason we have not run
out of valid IP address on the Internet.

) An inside global address is a registered address that represents an inside host
TE to an outside host.

Summary

If you made it this far and understood everything the first time through, you should be proud
of yourself. We really covered a lot of ground in this chapter, but understand that the informa-
tion in this chapter is key to being able to navigate through the rest of this book. And even if
you didn’t get a complete understanding the first time around, don’t stress. It really wouldn’t
hurt you to read this chapter more than once. There is still a lot of ground to cover, so make sure
you’ve got it all down, and get ready for more

In this chapter, you learned about the Internet Protocol stack and the various protocols used
at each layer of the DoD model. You then learned about translating binary to decimal to hex.
I can’t stress how important it is for you to truly understand the difference between the three
types of addresses and how to translate each one.

After you learned about the DoD model and binary, decimal, and hex addressing, you
learned the all-so-important IP addressing. I discussed in detail the difference between each class
of address and how to find a network address, broadcast address, and valid host range, which
is critical information to understand before going on to Chapter 3, “IP Subnetting and Variable
Length Subnet Masks (VLSMs).”

Lastly, I covered the private IP address range and Network Address Translation (NAT).

Since you’ve already come this far, there’s no reason to stop now and waste all those brain-
waves and new neurons. So don’t stop—go through the written and review questions at the end
of this chapter and make sure you understand each answer’s explanation. The best is yet to come!

Exam Essentials

Remember the Process/Application layer protocols. Telnet is a terminal emulation program
that allows you to log into a remote host and run programs. File Transfer Protocol (FTP) is a
connection-oriented service that allows you to transfer files. Trivial FTP (TFTP) is a connec-

tionless file transfer program. Simple Mail Transfer Protocol (SMTP) is a send-mail program.
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Remember the Host-to-Host layer protocols. Transmission Control Protocol (TCP) is a
connection-oriented protocol that provides reliable network service by using acknowledg-
ments and flow control. User Datagram Protocol (UDP) is a connectionless protocol that pro-
vides low overhead and is considered unreliable.

Remember the Internet layer protocols. Internet Protocol (IP) is a connectionless protocol
that provides network address and routing through an internetwork. Address Resolution Pro-
tocol (ARP) finds a hardware address from a known IP address. Reverse ARP (RARP) finds an
IP address from a known hardware address. Internet Control Message Protocol (ICMP) pro-
vides diagnostics and unreachable messages.

Remember the Class A range. The IP range for a Class A network is 1-126. This provides 8
bits of network addressing and 24 bits of host addressing by default.

Remember the Class B range. The IP range for a Class B network is 128-191. Class B
addressing provides 16 bits of network addressing and 16 bits of host addressing by default.

Remember the Class C range. The IP range for a Class C network is 192-223. Class C
addressing provides 24 bits of network addressing and 8 bits of host addressing by default.

Written Lab 2

What is the Class C address range in decimal and in binary?

What layer of the DoD model is equivalent to the Transport layer of the OSI model?
What is the valid range of a Class A network address?

What is the 127.0.0.1 address used for?

How do you find the network address from a listed IP address?

How do you find the broadcast address from a listed IP address?

What is the Class A private IP address space?

What is the Class B private IP address space?

© ® NSO U AW NS

What is the Class C private IP address space?
10. What are all the available characters that you can use in hexadecimal addressing?

(The answers to Written Lab 2 can be found following the answers to the Review Questions
for this chapter.)
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Review Questions

1.  What is the decimal and hexadecimal equivalent of the binary number 10011101? (Choose two.)

Mmoo wp

159
157
185
0x9D
0xD9
0x159

2. Which of the following allows a router to respond to an ARP request that is intended for a
remote host?

A. Gateway DP

B. Reverse ARP (RARP)
C.
D
E

Proxy ARP

. Inverse ARP (IARP)
. Address Resolution Protocol (ARP)

3.  You want to implement a mechanism that automates the IP configuration, including IP address,
subnet mask, default gateway, and DNS information. Which protocol will you use to accom-
plish this?

A.
B.
C.
D.

SMTP
SNMP
DHCP
ARP

4. What protocol is used to find the hardware address of a local device?

A. RARP
B. ARP

C.
D
E

IP

. ICMP
. BootP

5.  Which of the following are layers in the TCP/IP model? (Choose three.)

Mmoo ®>

Application
Session
Transport
Internet
Data Link
Physical
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Which class of IP address provides a maximum of only 254 host addresses per network ID?

A. Class A
B. Class B
C.
D
E

Class C

. Class D
. ClassE

Which of the following describe the DHCP Discover message? (Choose two.)

A.
B.
C.
D.

It uses FF-FF-FF-FF-FF-FF as a layer 2 broadcast.
It uses UDP as the Transport layer protocol.
It uses TCP as the Transport layer protocol.

It does not use a layer 2 destination address.

What does the “Inside Global” address represent in the configuration of NAT?

A.
B.
C.
D.

The summarized address for all of the internal subnetted addresses
The MAC address of the router used by inside hosts to connect to the Internet
A globally unique, private IP address assigned to a host on the inside network

A registered address that represents an inside host to an outside network

Which of the following protocols uses TCP port 443?

A. HTML
B. HTTPS
C.
D
E

TFTP

. Telnet
. SMTP

Which of the following services use TCP? (Choose three.)

Mmoo ® >

DHCP
SMTP
SNMP
FTP
HTTP
TFTP

Which of the following services use UDP? (Choose three.)

Mmoo wp

DHCP
SMTP
SNMP
FTP
HTTP
TFTP
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12.

13.

14.

15.

16.

Chapter 2 - Internet Protocols

Which of the following are TCP/IP protocols used at the Application layer of the OSI model?
(Choose three.)

A. 1P
TCP
Telnet
FTP
TFTP

moow

You have the binary number 10110011. Which two of the following are equivalent to this?
128

179

184

0xAC

0x3C

0xB3

Mmoo wp>

If you use either Telnet or FTP, which is the highest layer you are using to transmit data?
A. Application

B. Presentation

C. Session

D. Transport

The DoD model (also called the TCP/IP stack) has four layers. Which layer of the DoD model
is equivalent to the Network layer of the OSI model?

A. Application

B. Host-to-Host

C. Internet

D. Network Access

You have the binary number 11000111. Which two of the following are equivalent to this?
228

179

199

0xC7

0x3C

0xB7

Mmoo ®>



Review Questions 101

17. What layer in the TCP/IP stack is equivalent to the Transport layer of the OSI model?

18.

19.

20.

A.
B.
C.
D.

Application
Host-to-Host
Internet

Network Access

Your company uses Voice over IP (VoIP). The system sends UDP datagrams containing the voice
data between communicating hosts. When areas of the network become busy, some of the dat-
agrams arrive at their destination out of order. What happens when this occurs?

A.
B.

C.
D.

UDP will send an ICMP Information request message to the source host.

UDP will pass the information in the datagrams up to the next OSI layer in the order in
which they arrive.

UDP will drop the datagrams that arrive out of order.

UDP will use the sequence numbers in the datagram headers to reassemble the data into the
order in which it was transmitted.

What is the address range of a Class B network address in binary?

A.
B.
C.
D.

Olxxxxxx
Oxxxxxxx
10xxxx%X

110xxxxx

Which of the following protocols use both TCP and UDP?

A.
B. SMTP
C.

D. DNS

FTP

Telnet
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Answers to Review Questions

1. B, D. To turn a binary number into decimal, you just have to add the values of each bit that is
a 1. The values of 10011101 are 128,16, 8,4,and 1. 128 + 16 + 8 + 4 + 1 = 157. Hexadecimal
is a base 16 number system. The values of hexadecimal are 0, 1, 2, 3,4, 5,6, 7, 8,9, A, B, C,
D, E, F—sixteen characters total, from which to create all the numbers you’ll ever need. So, if
1001 in binary is 9, then the hexadecimal equivalent is 9. Since we then have 1101, which is 13
in binary, the hexadecimal answer is D and the complete hexadecimal answer is 0x9D.

2. C.Proxy ARP can help machines on a subnet reach remote subnets without configuring routing
or a default gateway.

3. C. Dynamic Host Configuration Protocol (DHCP) is used to provide IP information to hosts on
your network. The information provided by DHCP is IP address, subnet mask, default gateway,
and DNS information, plus others.

4. B. Address Resolution Protocol (ARP) is used to find the hardware address from a known
IP address.

5. A, C, D. This seems like a hard question at first because it doesn’t make sense. The listed
answers are from the OSI model and the question asked about the TCP/IP protocol stack (DoD
model). However, let’s just look for what is wrong. First, the Session layer is not in the TCP/IP
model; neither are the Data Link or Physical layers. This leaves us with the Transport layer
(Host-to-Host in the DoD model), Internet layer (Network layer in the OSI), and Application
layer (Application/Process in the DoD).

6. C. A Class C network address has only 8 bits for defining hosts: 28 — 2 = 254.

7. A, B. A client that sends out a DHCP Discover message in order to receive an IP address
sends out a broadcast at both layer 2 and layer 3. The layer 2 broadcast is all Fs in hex, or
FF:FF:FF:FF:FF:FF. The layer 3 broadcast is 255.255.255.255, which means all networks and
all hosts. DHCP is connectionless, which means it uses User Datagram Protocol (UDP) at the
Transport layer, also called the Host-to-Host layer.

8. D. The inside local IP addresses are the untranslated, private IP addresses and the inside global IP
addresses are what the inside local IP addresses get changed to when NAT occurs.

9. C.HTTPS (HTTP Secure) uses TCP port 443. TFTP uses port 69, Telnet uses 23, and SMTP
uses port 25.

10. B, D, E. SMTP, FTP, and HTTP use TCP.
11. A, C, F. DHCP, SNMP and TFTP use UDP. SMTP, FTP, and HTTP use TCP.

12. C, D, E. Telnet, File Transfer Protocol (FTP), and Trivial FTP are all Application layer proto-
cols. IP is a Network layer protocol. Transmission Control Protocol (TCP) is a Transport layer
protocol.



13.

14.

15.

16.

17.

18.

19.
20.
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B, F. You need to find the decimal and hexadecimal equivalent to the listed binary number of
10110011. First, add the byte digits up: 128 + 32 + 16 + 2 + 1 = 179. Then, break the byte into
nibbles and add those up as your hexadecimal answer: 1011 = 11, which is B in hex, and 0011,
which is 3 in decimal and hex. So the answer is B3. However, Cisco likes to try to confuse you by
adding the Ox in front, which just means that the following characters are hex characters.

A. Both FTP and Telnet use TCP at the Transport layer; however, they both are Application
layer protocols, so the Application layer is the best answer for this question.

C. The four layers of the DoD model are Application/Process, Host-to-Host, Internet, and Net-
work Access. The Internet layer is equivalent to the Network layer of the OSI model.

C, D. First, convert the binary number of 11000111 to a decimal address by adding up the bits
that are ones (1s): 128 + 64 + 4 + 2 + 1 = 199. Now, to get our hexadecimal address, break the
byte into nibbles: 1100 = 12, or C in hex, and 0111 = 7 in both decimal and hex. However, Cisco
likes to try to confuse you by adding the Ox in front, which just means that the following char-
acters are hex characters.

B. The four layers of the TCP/IP stack (also called the DoD model) are Application/Process,
Host-to-Host, Internet, and Network Access. The Host-to-Host layer is equivalent to the Trans-
port layer of the OSI model.

B. UDP has no sequencing field and has no idea in which order a segment arrives. It will just pass
any segment to the upper layers as they arrive.

C. The range of a Class B network address is 128—-191. This makes our binary range 10xxxxxx.

D. DNS uses TCP for zone exchanges between server, and UDP is used when a client is trying
to resolve a hostname to an IP address.
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Answers to Written Lab 2

192-223, 110xxxxx

Host-to-Host

1-126

Loopback or diagnostics

Turn all host bits off.

Turn all host bits on.

10.0.0.0 through 10.255.255.255
172.16.0.0 through 172.31.255.255
192.168.0.0 through 192.168.255.255
10. 0-9 and A, B, C, D, E, and F
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Evaluate TCP/IP communication process and its
associated protocols

v TROUBLESHOOTING
Perform LAN and VLAN troubleshooting
Troubleshoot IP addressing and host configuration

Troubleshoot a device as part of a working network



This chapter will pick up right where we left off in the last chapter.
We will continue our discussion of IP addressing.
We’ll start with subnetting an IP network. You’re going to

have to really apply yourself, because subnetting takes time and practice in order to nail it, so
be patient. Do whatever it takes to get this stuff dialed in. This chapter truly is very important—
possibly the most important chapter in this book for you to understand.

I’ll thoroughly cover IP subnetting from the very beginning. I know this might sound weird
to you, but I think you’ll be much better off if you can try to forget everything you’ve learned
about subnetting before reading this chapter—especially if you’ve been to a Microsoft class!

In this chapter we’ll dive into a new subject in the CCNA area called ip subnet-zero. This
is not a new command—Cisco has supported it for many years. But the older CCNA material
(pre-2005) only discussed subnetting where you couldn’t use the first and last subnet. Since this
is no longer the case, we’ll be discussing the command ip subnet-zero in this chapter, and
we’ll also be using it throughout the rest of this book.

After our discussion of IP subnetting, I’'m going to tell you all about Variable Length
Subnet Masks (VLSMs), as well as show you how to design and implement a network using
VLSM networks.

Once you have mastered VLSM design and implementation, I’ll show you how to summarize
classful boundaries. We’ll go into this further in Chapter 6, “Enhanced IGRP (EIGRP) and
Open Shortest Path First (OSPF),” where I’ll demonstrate summarizing using EIGRP and OSPF
routing protocols. 'l also discuss summarization, as with ip subnet-zero, which I think
you’ll find is very useful to know.

I’ll wrap up the chapter by going over IP address troubleshooting and take you through the
steps Cisco recommends when troubleshooting an IP network.

So get psyched—you’re about to go for quite a ride! This chapter will truly help you under-
stand IP addressing and networking, so don’t get discouraged or give up. If you stick with it,
promise—one day you’ll look back on this and you’ll be really glad you decided to hang on. It’s
one of those things that after you understand it, you’ll wonder why you once thought it was so
hard. Ready? Let’s go!

Subnetting Basics

In Chapter 2, you learned how to define and find the valid host ranges used in a Class A, Class B,
and Class C network address by turning the host bits all off and then all on. This is very good, but
here’s the catch: You were only defining one network. What happens if you wanted to take one
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network address and create six networks from it? You would have to do something called sub-
netting, because that’s what allows you to take one larger network and break it into a bunch of
smaller networks.

There are loads of reasons in favor of subnetting. Some of the benefits include:

Reduced network traffic We all appreciate less traffic of any kind. Networks are no different.
Without trusty routers, packet traffic could grind the entire network down to a near standstill.
With routers, most traffic will stay on the local network; only packets destined for other net-
works will pass through the router. Routers create broadcast domains. The more broadcast
domains you create, the smaller the broadcast domains and the less network traffic on each net-
work segment.

Optimized network performance This is a result of reduced network traffic.

Simplified management It’s easier to identify and isolate network problems in a group of
smaller connected networks than within one gigantic network.

Facilitated spanning of large geographical distances Because WAN links are considerably
slower and more expensive than LAN links, a single large network that spans long distances can
create problems in every area listed above. Connecting multiple smaller networks makes the sys-
tem more efficient.

In the following sections, [ am going to move to subnetting a network address. This is the
good part—ready?

IP Subnet-Zero

As I mentioned in the introduction, IP subnet-zero is not a new command, but in the pre-2005
CCNA objectives, Cisco didn’t cover it. This command allows you to use the first and last sub-
net in your network design. For example, the Class C mask of 192 provides subnets 64 and 128
(discussed thoroughly later in this chapter), but with the ip subnet-zero command, you now
get to use subnets 64, 128, plus 0 and 192.

Even though we don’t discuss the command line interface (CLI) until the next chapter,
“Introduction to the Cisco 10S,” it’s important for you to be familiar with this command:

P1R1#sh running-config

Building configuration...

Current configuration : 827 bytes
!

hostname PodlR1l

!

ip subnet-zero
I

The router output above shows that the command ip subnet-zero is enabled on the router.
Cisco has turned this command on by default starting with Cisco 10S version 12.x.
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How to Create Subnets

To create subnetworks, you take bits from the host portion of the IP address and reserve them
to define the subnet address. This means fewer bits for hosts, so the more subnets, the fewer bits
available for defining hosts.

Later in this chapter, you’ll learn how to create subnets, starting with Class C addresses. But
before you actually implement subnetting, you need to determine your current requirements as
well as plan for future conditions.

)’ Before we move on to designing and creating a subnet mask, you need to
A&TE understand that in this first section we will be discussing classful routing,
which means that all hosts (all nodes) in the network use the exact same subnet
mask. When we move on to Variable Length Subnet Masks (VLSMs) I'll discuss
classless routing, which means that each network segment can use a different
subnet mask.

Follow these steps:
1. Determine the number of required network IDs:
*  One for each subnet
*  One for each wide area network connection
2. Determine the number of required host IDs per subnet:
= One for each TCP/IP host
= One for each router interface
3. Based on the above requirements, create the following;:
= One subnet mask for your entire network
= A unique subnet ID for each physical segment

= A range of host IDs for each subnet

Understanding the Powers of 2

Powers of 2 are important to understand and memorize for use with IP subnetting. To review
powers of 2, remember that when you see a number with another number to its upper right
(called an exponent), this means you should multiply the number by itself as many times as the
upper number specifies. For example, 23 is 2 x 2 x 2, which equals 8. Here's a list of powers of
2 that you should commit to memory:

21=2
22=4

23=8




Subnetting Basics 109

24=16
25 =32

26 = 64
27=128

28 = 256
20=512
210=1,024
211 = 2,048
212 = 4,096
213=8,192
214 = 16,384

Before you get stressed out about knowing all these exponents, remember that it's helpful to
know them, but it's not absolutely necessary. Here's a little trick since you're working with 2s:
each successive power of 2 is double the previous one. For example, all you have to do to
remember the value of 29 is to first know that 28 = 256. Why? Because when you double 2 to the
eighth power (256), you get 2°(or 512). To determine the value of 219, simply start at 28 = 256,
and then double it twice.

You can go the other way as well. If you needed to know what 26 is, you just cut 256 in half two
times: once to reach 27 and then one more time to reach 2.

Subnet Masks

For the subnet address scheme to work, every machine on the network must know which part of
the host address will be used as the subnet address. This is accomplished by assigning a subnet
mask to each machine. A subnet mask is a 32-bit value that allows the recipient of IP packets to
distinguish the network ID portion of the IP address from the host ID portion of the IP address.

The network administrator creates a 32-bit subnet mask composed of 1s and 0s. The 1s in
the subnet mask represent the positions that refer to the network or subnet addresses.

Not all networks need subnets, meaning they use the default subnet mask. This is basically
the same as saying that a network doesn’t have a subnet address. Table 3.1 shows the default
subnet masks for Classes A, B, and C. These default masks cannot change. In other words, you
can’t make a Class B subnet mask read 255.0.0.0. If you try, the host will read that address as
invalid and usually won’t even let you type it in. For a Class A network, you can’t change the
first byte in a subnet mask; it must read 255.0.0.0 at a minimum. Similarly, you cannot assign
255.255.255.255, as this is all 1s—a broadcast address. A Class B address must start with
255.255.0.0, and a Class C has to start with 255.255.255.0.
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TABLE 3.1 Default Subnet Mask

Class Format Default Subnet Mask
A network.node.node.node 255.0.0.0

B network.network.node.node 255.255.0.0

C network.network.network.node 255.255.255.0

Classless Inter-Domain Routing (CIDR)

Another term you need to familiarize yourself with is Classless Inter-Domain Routing (CIDR).
It’s basically the method that ISPs (Internet Service Providers) use to allocate an amount of
addresses to a company, a home—a customer. They provide addresses in a certain block size,
something I’ll be going into in greater detail later in this chapter.

When you receive a block of addresses from an ISP, what you get will look something like
this: 192.168.10.32/28. This is telling you what your subnet mask is. The slash notation (/)
means how many bits are turned on (1s). Obviously, the maximum could only be /32 because
a byte is 8 bits and there are four bytes in an IP address: (4 x 8 = 32). But keep in mind that the
largest subnet mask available (regardless of the class of address) can only be a /30 because
you’ve got to keep at least 2 bits for host bits.

Take for example a Class A default subnet mask, which is 255.0.0.0. This means that the first
byte of the subnet mask is all ones (1s), or 11111111. When referring to a slash notation, you
need to count all the 1s bits to figure out your mask. The 255.0.0.0 is considered a /8 because
it has 8 bits that are 1s—that is, 8 bits that are turned on.

A Class B default mask would be 255.255.0.0, which is a /16 because 16 bits are ones (1s):
11111111.11111111.00000000.00000000.

Table 3.2 has a listing of every available subnet mask and its equivalent CIDR slash notation.

TABLE 3.2 CIDR Values

Subnet Mask CIDR Value
255.0.0.0 /8
255.128.0.0 /9
255.192.0.0 /10
255.224.0.0 /11

255.240.0.0 12
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TABLE 3.2 CIDR Values (continued)

Subnet Mask CIDR Value
255.248.0.0 /13
255.252.0.0 na
255.254.0.0 /15
255.255.0.0 /16
255.255.128.0 17
255.255.192.0 /18
255.255.224.0 /19
255.255.240.0 /20
255.255.248.0 /21
255.255.252.0 122
255.255.254.0 /23
255.255.255.0 124
255.255.255.128 /25
255.255.255.192 /26
255.255.255.224 127
255.255.255.240 /28
255.255.255.248 /29
255.255.255.252 /30
%’ No, you cannot configure a Cisco router using this slash format. But wouldn’t
JTE that be nice? Nevertheless, it's really important for you to know subnet masks

in the slash notation (CIDR).
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Subnetting Class C Addresses

There are many different ways to subnet a network. The right way is the way that works best
for you. First Il show you how to use the binary method, and then we’ll look at an easier way
to do the same thing.

In a Class C address, only 8 bits are available for defining the hosts. Remember that subnet
bits start at the left and go to the right, without skipping bits. This means that the only Class C
subnet masks can be the following:

Binary Decimal CIDR
10000000 = 128 /25
11000000 = 192 /26
11100000 = 224 /27
11110000 = 240 /28
11111000 = 248 /29
11111100 = 252 /30

We can’t use a /31 or /32 because we have to have at least 2 host bits for assigning IP
addresses to hosts. In the past, I never discussed the /25 in a Class C network. Cisco always had
been concerned with having at least 2 subnet bits, but now, because of the ip subnet-zero
command, we can use just 1 subnet bit.

In the following sections we are going to look at the binary way of subnetting, then move into
the new, improved, easy to understand and implement, subnetting method.

The Binary Method: Subnetting a Class C Address

In this section, I'm going to teach you how to subnet a Class C address using the binary method.
Pll start by using the second subnet mask available with a Class C address, which borrows 2 bits
for subnetting. For this example, I'll be using 255.255.255.192.

192 = 11000000

The 1s represent the subnet bits, and the Os represent the host bits available in each subnet.
192 provides 2 bits for subnetting and 6 bits for defining the hosts in each subnet.

What are the subnets? Since we now use ip subnet-zero, we can get four subnets, instead
of the two that were available without the ip subnet-zero command.

00000000 = 0 (all host bits off)
01000000 = 64 (all host bits off)
10000000 = 128 (all host bits off)
11000000 = 192 (all host bits off)
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The valid hosts would be defined as the numbers between the subnets, minus the all-host-

bits-off and all-host-bits-on numbers.

To find the hosts, first find your subnet: turn all the host bits off, then turn all the host bits
on to find your broadcast address for the subnet. The valid hosts must be between those two
numbers. Table 3.3 shows the 0 subnet, valid host range, and broadcast address. Table 3.4
shows the 64 subnet, valid host range, and broadcast address. Table 3.5 shows the 128 subnet,
and Table 3.6 shows the 192 subnet (the subnet and host bits combine to form one byte).

TABLE 3.3 SubnetO

Subnet Host Meaning

00 000000=0 The network (do this first)

00 000001 =1 The first valid host

00 111110 = 62 The last valid host

00 111111 =63 The broadcast address (do this second)

TABLE 3.4 Subnet64

Subnet Host Meaning

01 000000 = 64 The network

01 000001 = 65 The first valid host

01 111110 =126 The last valid host

01 111111 =127 The broadcast address

TABLE 3.5 Subnet128

Subnet Host Meaning

10 000000 = 128 The subnet address
10 000001 =129 The first valid host
10 111110 = 190 The last valid host

10 111111 =191

The broadcast address
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TABLE 3.6 Subnet192

Subnet Host Meaning

1 000000 = 192 The subnet address

11 000001 =193 The first valid host

1 111110 = 254 The last valid host

1 111111 = 255 The broadcast address

Hopefully, you understood what I was trying to show you. The example I presented only
used 2 subnet bits, so what if you had to subnet using 9, 10, or even 20 subnet bits? Try that
with the binary method and see how long it takes you.

In the following section, ’'m going to teach you an alternate method of subnetting that makes
it easier to subnet larger numbers in no time.

) Since the CCNA exam gives you just over a minute for each question, it's really
TE important to know how much time you’ll spend on a subnetting question.
That's why committing as much as possible to memory, as | suggested earlier
in the chapter, is vital. Using the binary method can take you way too long and
you could fail the exam even if you know the material!

The Fast Way: Subnetting a Class C Address

When you’ve chosen a possible subnet mask for your network and need to determine the num-
ber of subnets, valid hosts, and broadcast addresses of a subnet that the mask provides, all you
need to do is answer five simple questions:

=  How many subnets does the chosen subnet mask produce?
*  How many valid hosts per subnet are available?

= What are the valid subnets?

= What’s the broadcast address of each subnet?

*  What are the valid hosts in each subnet?

At this point it’s important that you both understand and have memorized your powers of 2.
Please refer to the sidebar earlier in this chapter if you need some help. Here’s how you get the
answers to those five big questions:

*  How many subnets¢ 2x = number of subnets. x is the number of masked bits, or the 1s. For
example, in 11000000, the number of ones gives us 22 subnets. In this example, there are
4 subnets.
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= How many hosts per subnet? 2y — 2 = number of hosts per subnet. y is the number of
unmasked bits, or the 0s. For example, in 11000000, the number of zeros gives us 26 — 2
hosts. In this example, there are 62 hosts per subnet. You need to subtract two for the sub-
net address and the broadcast address, which are not valid hosts.

= What are the valid subnets? 256 — subnet mask = block size, or increment number. An
example would be 256 — 192 = 64. The block size of a 192 mask is always 64. Start count-
ing at zero in blocks of 64 until you reach the subnet mask value and these are your subnets.
0, 64, 128, 192. Easy, huh? Yes—that is, if you can count in the needed block size!

*  What’s the broadcast address for each subnet? Now here’s the really easy part... Since we
counted our subnets in the last section as 0, 64, 128, and 192, the broadcast address is
always the number right before the next subnet. For example, the 0 subnet has a broadcast
address of 63 because the next subnet is 64. The 64 subnet has a broadcast address of 127
because the next subnet is 128, etc. And remember, the broadcast of the last subnet (the
subnet with the same interesting octets as the mask) is always 255 for Class C.

*  What are the valid hosts? Valid hosts are the numbers between the subnets, omitting all the
0Os and all 1s. For example, if 64 is the subnet number and 127 is the broadcast address, then
65-126 is the valid host range—it’s always the numbers between the subnet address and the
broadcast address.

I know this can truly seem confusing. But it really isn’t as hard as it seems to be at first—just
hang in there! Why not try a few and see for yourself?

Subnetting Practice Examples: Class C Addresses

Here’s your opportunity to practice subnetting Class C addresses using the method I just
described. Exciting, isn’t it! We’re going to start with the first Class C subnet mask and work
through every subnet that we can using a Class C address. When we’re done, I’ll show you how
easy this is with Class A and B networks too!

Practice Example #1C: 255.255.255.192 (/26)

Let’s use the Class C subnet mask from the preceding example, 255.255.255.192, to see how
much simpler this method is than writing out the binary numbers. We’re going to subnet the net-
work address 192.168.10.0 and subnet mask 255.255.255.192.

192.168.10.0 = Network address
255.255.255.192 = Subnet mask
Now, let’s answer the big five:
*  How many subnets?¢ Since 192 is 2 bits on (11000000), the answer would be 22.

*  How many hosts per subnet? We have 6 host bits off (11000000), so the equation would
be 26 — 2 = 62 hosts.

= What are the valid subnets? 256 — 192 = 64. Remember, we start at zero and count in our
block size, so our subnets are 0, 64, 128, and 192.

= What’s the broadcast address for each subnet? The number right before the value of the
next subnet is all host bits turned on and equals the broadcast address.
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What are the valid hosts? These are the numbers between the subnet and broadcast
address. The easiest way to find the hosts is to write out the subnet address and the
broadcast address. This way, the valid hosts are obvious. The following table shows
the 0, 64, 128, and 192 subnets, the valid host ranges of each, and the broadcast
address of each subnet:

The subnets (do this first) 0 64 128 192
Our first host (perform host addressing last) 1 65 129 193
Our last host 62 126 190 254
The broadcast address (do this second) 63 127 191 255

See? We really did come up with the same answers as when we did it the binary way, and this

way is so much easier because you never have to do any binary-to-decimal conversions! About
now, you might be thinking that it’s not easier than the first method I showed you. And I’ll
admit, for the first subnet with only 2 subnet bits—you’re right, it isn’t that much easier. But
remember, we’re going after the gold: being able to subnet in your head. And to do that, you
need one thing: practice!

Practice Example #2C: 255.255.255.224 (/27)
This time, we’ll subnet the network address 192.168.10.0 and subnet mask 255.255.255.224.

192.168.10.0 = Network address

255.255.255.224 = Subnet mask

How many subnets? 224 is 11100000, so our equation would be 23 = 8.
How many hosts? 25— 2 = 30.

What are the valid subnets? 256 — 224 = 32. We just start at zero and count to the subnet
mask value in blocks (increments) of 32: 0, 32, 64, 96, 128, 160, 192, 224.

What's the broadcast address for each subnet (always the number right before the
next subnet)?

What are the valid hosts (the numbers between the subnet number and the broadcast address)?

To answer questions 4 and 3, first just write out the subnets, then write out the broadcast

addresses—the number right before the next subnet. Lastly, fill in the host addresses. The fol-
lowing table gives you all the subnets for the 255.255.255.224 Class C subnet mask:

The subnet address 0 32 64 96 128 160 192 224
The first valid host 1 33 65 97 129 161 193 225
The last valid host 30 62 94 126 158 190 222 254

The broadcast address 31 63 95 127 159 191 223 255
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Practice Example #3C: 255.255.255.240 (/28)
Let’s practice on another one:
192.168.10.0 = Network address
255.255.255.240 = Subnet mask
= Subnets? 240 is 11110000 in binary. 24 = 16.
= Hosts? 4 host bits, or 24 -2 = 14.

»  Valid subnets? 256 —240 = 16. Start at 0. 0 + 16 = 16. 16 + 16 =32.32 + 16 =48.48 + 16 =
64.64+16=80.80+16=96.96 + 16 =112. 112 + 16 = 128. 128 + 16 = 144. 144 + 16 =
160.160 + 16 =176. 176 + 16 =192. 192 + 16 = 208. 208 + 16 = 224. 224 + 16 = 240.

= Broadcast address for each subnet?
= Valid hosts?

To answer questions 4 and 5, check out the following table. It gives you the subnets, valid hosts,
and broadcast addresses for each subnet. First, find the address of each subnet using the block size
(increment). Second, find the broadcast address of each subnet increment (it’s always the number
right before the next valid subnet), then just fill in the host addresses. The following table shows the
available subnets, hosts, and broadcast addresses provided from a Class C 255.255.255.240 mask.

Subnet 0 16 32 48 64 80 96 112 128 144 160 176 192 208 224 240
Firsthost 1 17 33 49 65 81 97 113 129 145 161 177 193 209 225 241
Lasthost 14 30 46 62 78 94 110 126 142 158 174 190 206 222 238 254
Broadcast 15 31 47 63 79 95 111 127 143 159 175 191 207 223 239 255

Cisco has figured out the most people cannot count in sixteens and therefore
P have a hard time finding valid subnets, hosts, and broadcast addresses with
the Class C 255.255.255.240 mask. You’'d be wise to study this mask.

Practice Example #4C: 255.255.255.248 (/29)
Let’s keep practicing;:
192.168.10.0 = Network address
255.255.255.248 = Subnet mask
= Subnets? 248 in binary = 11111000. 25 = 32.
= Hosts?23-2=6.

«  Valid subnets? 256 - 248 = 0, 8, 16, 24, 32, 40, 48, 56, 64, 72, 80, 88, 96, 104, 112, 120,
128, 136, 144, 152, 160, 168, 176, 184, 192, 200, 208, 216, 224, 232, 240, and 248.

= Broadcast address for each subnet?
= Valid hosts?
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Take a look at the following table. It shows some of the subnets (first four and last four only),
valid hosts, and broadcast addresses for the Class C 255.255.255.248 mask:

Subnet 0 8 16 24 224 232 240 248
First host 1 9 17 25 e 225 233 241 249
Last host 6 14 22 30 230 238 246 254
Broadcast 7 15 23 31 231 239 247 255

Practice Example #5C: 255.255.255.252 (/30)
Just a couple more:
192.168.10.0 = Network address
255.255.255.252 = Subnet mask
*  Subnets? 64.
=  Hosts? 2.
= Valid subnets? 0, 4, 8, 12, etc., all the way to 252.
= Broadcast address for each subnet? (always the number right before the next subnet)

= Valid hosts¢ (the numbers between the subnet number and the broadcast address)

@ Real World Scenario
Should we really use this mask that provides only two hosts?

You are the network administrator for Acme Corporation in San Francisco, with dozens of
WAN links connecting to your corporate office. Right now your network is a classful network,
which means that all hosts and router interfaces have the same subnet mask on each inter-
face. You've read about classless routing where you can have different size masks, but don’t
know what to use on your point-to-point WAN links. Is the 255.255.255.252 (/30) a helpful
mask in this situation?

Yes, this is a very helpful mask in wide area networks.

If you use the 255.255.255.0 mask, then each network would have 254 hosts, but you only
use two addresses with a WAN link! That is a waste of 252 hosts per subnet. If you use the
255.255.255.252 mask, then each subnet has only two hosts and you don’t waste precious
addresses.

This is a really important subject, one that we’ll address in a lot more detail in the VLSM net-
work design section later in this chapter.
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The following table shows you the subnet, valid host, and broadcast address of the first four
and last four subnets in the 255.255.255.252 Class C subnet:

Subnet 0 4 8 12 . 240 244 248 252
First host 1 5 9 13 . 241 245 249 253
Last host 2 6 10 14 242 246 250 254
Broadcast 3 7 11 15 . 243 247 251 255

Practice Example #6C: 255.255.255.128 (/25)

This mask can be used when you need two subnets, each with 126 hosts. But our trusty big five
questions won’t work with this one—it’s special—so I’ll just explain it to you. First, use the global
configuration command ip subnet-zero to tell your router to break the rules and allow the use
of the first and last subnets, which have subnet bits of all Os and all 1s (this is a default command
on all routers running the 12.x Cisco IOS). The ability to support a 1 subnet-bit mask is an added
benefit of this command.

Since 128 is 10000000 in binary, there is only 1 bit for subnetting. Since this bit can be either
off or on, the two available subnets are 0 and 128. You can determine the subnet value by looking
at the decimal value of the fourth octet. If the value of the fourth octet is below 128, then the host
is in the O subnet. If the fourth octet value is above 128, then the host is in the 128 subnet.

The following table shows you the two subnets, valid host ranges, and broadcast addresses

for the Class C 255.255.255.128 (/25) mask:

Subnet 0 128
First host 1 129
Last host 126 254
Broadcast 127 255

So, if you have an IP address of 192.168.10.5 using the 255.255.255.128 subnet mask, you
know it’s in the range of the 0 subnet and bit number 128 must be off. If you have an IP address
of 192.168.10.189, then 128 must be on, and the host is considered to be in the 128 subnet.
You’ll see this again in a minute.

Subnetting in Your Head: Class C Addresses

It really is possible to subnet in your head. Even if you don’t believe me, I’ll show you how. And
it’s not all that hard either—take the following example:
192.168.10.33 = Node address
255.255.255.224 = Subnet mask
First, determine the subnet and broadcast address of the above IP address. You can do this

by answering question 3 of the big five questions: 256 —224 = 32. 0, 32 + 32 = 64. The address
of 33 falls between the two subnets of 32 and 64 and must be part of the 192.168.10.32 subnet.
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The next subnet is 64, so the broadcast address is 63. (Remember that the broadcast address of
a subnet is always the number right before the next subnet.) The valid host range is 33-62. This
is too easy! No, it’s not?
Okay, then let’s try another one. We’ll subnet another Class C address:
192.168.10.33 = Node address
255.255.255.240 = Subnet mask

What subnet and broadcast address is the above IP address a member of? 256 — 240 = 16.
0,16 + 16 = 32. 32 + 16 = 48. And bingo—the host address is between the 32 and 48 subnets.
The subnet is 192.168.10.32, and the broadcast address is 47. The valid host range is 33-46.

Okay, we need to do more, just to make sure you have this down.

You have a node address of 192.168.10.174 with a mask of 255.255.255.240. What is the
valid host range?

The mask is 240, so we’d do a 256 — 240 = 16. This is our block size. Just keep adding 16
until we pass the host address of 174: 0, 16, 32, 48, 64, 80, 96, 112, 128, 144, 160, 176. The
host address of 174 is between 160 and 176, so the subnet is 160. The broadcast address is 175,
so the valid host range is 161-174. That was a tough one.

One more—just for fun. This is the easiest one of all Class C subnetting:

192.168.10.17 = Node address
255.255.255.252 = Subnet mask

What subnet and broadcast address is the above IP address a member of? 256 —252 =0, 4,
8,12, 16, 20, etc. You’ve got it! The host address is between the 16 and 20 subnets. The subnet
is 192.168.10.16, and the broadcast address is 19. The valid host range is 17-18.

Now that you’re all over Class C subnetting, let’s move on to Class B subnetting. But before
we do, let’s have a quick review.

What Do We Know?

Okay—here’s where you can really apply what you’ve learned so far, and begin committing it
all to memory. This is a very cool section that ’ve been using in my classes for years. It will really
help you nail down subnetting!

When you see a subnet mask of slash notation (CIDR), you should know the following:
/26
What do we know about a /26?
= 192 mask
= 2 bits on and 6 bits off (11000000)
= Block size of 64
= 4subnets, each with 62 hosts
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What do we know about a /27?

= 224 mask

= 3 bits on and 35 bits off (11100000)
= Block size of 32

= 8 subnets, each with 30 hosts

/28

What do we know about a /28?

= 240 mask

= 4 bits on and 4 bits off

= Block size of 16

= 16 subnets, each with 14 hosts

/29

What do we know about a /29?

= 248 mask

= 5 bits on and 3 bits off

= Block size of 8

= 32 subnets, each with 6 hosts

/30

What do we know about a /30?

= 252 mask

= 6 bits on and 2 bits off

= Block size of 4

= 64 subnets, each with 2 hosts

Regardless whether you have a Class A, Class B, or Class C address, the /30 mask will only
provide you with two hosts, ever. This mask is suited almost exclusively—as well as suggested
by Cisco—for use on point-to-point links.

If you can memorize this section, you’ll be much better off in your day-to-day job and in your
studies. Try saying it out loud, which helps you memorize things—yes, your significant other
and/or coworkers will think you’ve lost it, but they probably already do if you are in the net-
working field. And if you’re not yet in the networking field but are studying all this to break into
it, you might as well have people start thinking you’re an odd bird now, since they will eventu-
ally anyway.

It’s also helpful to write these on some type of flash card and have people test your skill.
You’d be amazed at how fast you can get subnetting down if you memorize block sizes, as well
as this “What Do We Know?” section.
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Subnetting Class B Addresses

Before we dive into this, let’s look at all the possible Class B subnet masks first. Notice that we
have a lot more possible subnet masks than we do with a Class C network address:

255.255.128.0 (/17) 255.255.255.0 /24
255.255.192.0 (/18) 255.255.255.128 (/25)
255.255.224.0 (/19) 255.255.255.192  (/26)
255.255.240.0 (/20) 255.255.255.224  (/27)
255.255.248.0 (/21) 255.255.255.240 (/28)
255.255.252.0 (/22) 255.255.255.248 (/29)
255.255.254.0 (/23) 255.255.255.252  (/30)

We know the Class B network address has 16 bits available for host addressing. This means we
can use up to 14 bits for subnetting (because we have to leave at least 2 bits for host addressing).

ITE ues—a pattern, maybe? Ah ha! That's exactly why | had you memorize the
binary-to-decimal numbers at the beginning of this section. Since subnet mask
bits start on the left, move to the right, and can’t skip bits, the numbers are
always the same regardless of the class of address. Memorize this pattern.

%’ By the way, do you notice anything interesting about that list of subnet val-

The process of subnetting a Class B network is pretty much the same as it is for a Class C,
except that you just have more host bits. Use the same subnet numbers for the third octet with
Class B that you used for the fourth octet with Class C, but add a zero to the network portion and
a 255 to the broadcast section in the fourth octet. The following table shows you an example host
range of two subnets used in a Class B subnet:

First subnet 16.0 32.0
Second subnet 16.255 32.255

Just add the valid hosts between the numbers, and you’re set!

- This above example is only true until you get up to /24. After that, it's numeri-
TE cally exactly like Class C.

Subnetting Practice Examples: Class B Addresses
This section will give you an opportunity to practice subnetting Class B addresses.
Practice Example #1B: 255.255.192.0 (/18)

172.16.0.0 = Network address
255.255.192.0 = Subnet mask



Subnetting Class C Addresses 123

Subnets? 22 = 4.
Hosts? 214 — 2 = 16,382 (6 bits in the third octet, and 8 in the fourth).

Valid subnets? 256 — 192 = 64. 0, 64, 128, 192. Remember the subnetting is performed
in the third octet, so the subnet numbers are really 0.0, 64.0, 128.0, and 192.0, as
shown in the next table.

Broadcast address for each subnet?
Valid hosts?

The following table shows the four subnets available, the valid host range, and the broadcast

address of each:

Subnet 0.0 64.0 128.0 192.0
First host 0.1 64.1 128.1 192.1
Last host 63.254 127.254 191.254 255.254
Broadcast 63.255 127.255 191.255 255.255

Notice that we just added the fourth octet’s lowest and highest values and came up with the

answers. Again, it’s pretty much the same as it is for a Class C subnet—we just added 0 and 255
in the fourth octet.

Practice Example #2B: 255.255.240.0 (/20)

172.16.0.0 = Network address
255.255.240.0 = Subnet mask
Subnets? 24 = 16.

Hosts? 212 - 2 = 4094.

Valid subnets? 256 — 240 = 0, 16, 32, 48, etc., up to 240. Notice that these are the same
numbers as a Class C 240 mask.

Broadcast address for each subnet?
Valid hosts?

The following table shows the first four subnets, valid hosts, and broadcast addresses in a

Class B 255.255.240.0 mask:

Subnet 0.0 16.0 32.0 48.0
First host 0.1 16.1 32.1 48.1
Last host 15.254 31.254 47.254 63.254

Broadcast 15.255 31.255 47.255 63.255
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Practice Example #3B: 255.255.254.0 (/23)
172.16.0.0 = Network address
255.255.254.0 = Subnet mask
*  Subnets? 27 = 128.
=  Hosts? 2° -2 =510.
= Valid subnets? 256 - 254 =0, 2, 4, 6, 8, etc., up to 254.
*  Broadcast address for each subnet?
= Valid hosts?

The following table shows the first five subnets, valid hosts, and broadcast addresses in a
Class B 255.255.254.0 mask:

Subnet 0.0 2.0 4.0 6.0 8.0

First host 0.1 2.1 4.1 6.1 8.1

Last host 1.254 3.254 5.254 7.254 9.254

Broadcast 1.255 3.255 5.255 7.255 9.255

%)’ In your studies, remember that it’s very important for you to know your Class B
ITE /23 mask, and how many subnets and hosts it provides!

Practice Example #4B: 255.255.255.0 (/24)
Contrary to popular belief, 255.255.255.0 used with a Class B network address is not called a
Class B network with a Class C subnet mask. It’s amazing how many people see this mask used
in a Class B network and think it’s a Class C subnet mask. This is a Class B subnet mask with
8 bits of subnetting—it’s considerably different from a Class C mask. Subnetting this address is
fairly simple:

172.16.0.0 = Network address

255.255.255.0 = Subnet mask
= Subnets? 28 = 256.
=  Hosts? 28 -2 =254.
*  Valid subnets? 256 —255 =1. 0, 1, 2, 3, etc. all the way to 255.
= Broadcast address for each subnet?

= Valid hosts?
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The following table shows the first four subnets and the last two, valid hosts, and broadcast

addresses in a Class B 255.255.255.0 mask:

Subnet 0.0 1.0 2.0 3.0
First host 0.1 1.1 2.1 3.1
Last host 0.254 1.254 2.254 3.254
Broadcast 0.255 1.255 2.255 3.255

Practice Example #5B: 255.255.255.128 (/25)

254.0 255.0
2541 255.1
254.254  255.254
254.255  255.255

This is one of the hardest subnet masks you can play with, though. And worse, it actually is a
really good subnet to use in production because it creates over 500 subnets with 126 hosts for

each subnet—a nice mixture. So, don’t skip over it!
172.16.0.0 = Network address
255.255.255.128 = Subnet mask

*  Subnets? 2° = 512.

= Hosts?27-2 =126.

Valid subnets? Okay, now for the tricky part. 256 —255 = 1. 0, 1, 2, 3, etc., for the third
octet. But you can’t forget the one subnet bit used in the fourth octet. Remember when I
showed you how to figure one subnet bit with a Class C mask? You figure this the same
way. (Now you know why I showed you the 1-bit subnet mask in the Class C section—to
make this part easier.) You actually get two subnets for each third octet value, hence the
512 subnets. For example, if the third octet is showing subnet 3, the two subnets would

actually be 3.0 and 3.128.
= Broadcast address for each subnet?
= Valid hosts?

The following table shows how you can create subnets, valid hosts, and broadcast addresses
using the Class B255.255.255.128 subnet mask (the first eight subnets are shown, and then the

last two subnets):

Subnet 0.0 0.128 1.0 1.128 2.0 2.128 3.0 3.128 255.0 255.128
First 0.1 0.129 1.1 1.129 2.1 2.129 3.1 3.129 2551 255.129
host
Last 0.126 0.254 1.126 1.254 2.126 2.254 3.126 3.254 255.126 255.254
host
Broad- 0.127 0.255 1.127 1.255 2.127 2.255 3.127 3.255 255.127 255.255

cast
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) As with the /23 mask, it’s also really important for you to know your Class B /
TE 25 mask and how many subnets and hosts it provides!

Practice Example #6B: 255.255.255.192 (/26)

Now, this is where Class B subnetting gets easy. Since the third octet has a 255 in the mask sec-
tion, whatever number is listed in the third octet is a subnet number. However, now that we
have a subnet number in the fourth octet, we can subnet this octet just like we did with Class C
subnetting. Let’s try it out:

172.16.0.0 = Network address
255.255.255.192 = Subnet mask
*  Subnets? 210 = 1024.
=  Hosts? 26 -2 = 62.

= Valid subnets? 256 — 192 = 64. The subnets are shown in the following table. Do these
numbers look familiar?

*  Broadcast address for each subnet?
= Valid hosts?

The following table shows the first eight subnet ranges, valid hosts, and broadcast addresses:

Subnet 0.0 0.64 0.128 0.192 1.0 1.64 1.128 1.192
First host 0.1 0.65 0.129 0.193 1.1 1.65 1.129 1.193
Last host 0.62 0.126  0.190 0.254 1.62 1.126 1.190 1.254

Broadcast 0.63 0.127  0.191 0.255 1.63 1.127 1.191 1.255

Notice that for each subnet value in the third octet, you get subnets 0, 64, 128, and 192 in
the fourth octet.

Practice Example #7B: 255.255.255.224 (/27)

This is done the same way as the preceding subnet mask, except that we just have more subnets
and fewer hosts per subnet available.

172.16.0.0 = Network address
255.255.255.224 = Subnet mask
*  Subnets? 211 = 2048.
= Hosts? 25 -2 = 30.
«  Valid subnets? 256 — 224 = 32. 0, 32, 64, 96, 128, 160, 192, 224.
= Broadcast address for each subnet?
= Valid hosts?
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The following table shows the first eight subnets:

Subnet 0.0 032  0.64 096 0.128  0.160  0.192  0.224
First host 0.1 0.33 0.65 097 0.129  0.161  0.193  0.225
Last host 0.30 062 094 0.126 0.158 0.190 0.222  0.254
Broadcast 0.31 063 095 0.127 0.159 0.191 0.223  0.255

This next table shows the last eight subnets:

Subnet 255.0  255.32 255.64 255.96 255.128 255.160 255.192 255.224
First host ~ 255.1 255.33 255.65 25597 255.129 255.161 255.193 255.225
Last host 255.30 255.62 255.94 255.126 255.158 255.190 255.222  255.254
Broadcast  255.31 255.63 255.95 255.127 255.159 255.191 255223 255.255

Subnetting in Your Head: Class B Addresses

Are you nuts? Subnet Class B addresses in our heads? If you think easier equals crazy, then, yes,
I’'m a few sails short, but it’s actually easier than writing it out—I’m not kidding! Let me show
you how:

Question: What subnet and broadcast address is the IP address 172.16.10.33 255.255.255.224
a member of?

Answer: 256 —224 =32, 32 + 32 = 64. Bingo: 33 is between 32 and 64. However, remember
that the third octet is considered part of the subnet, so the answer would be the 10.32 sub-
net. The broadcast is 10.63, since 10.64 is the next subnet.

Question: What subnet and broadcast address is the IP address 172.16.90.66 255.255.255.192
a member of?

Answer: 256 — 192 = 64. 64 + 64 = 128. The subnet is 172.16.90.64. The broadcast must
be 172.16.90.127, since 90.128 is the next subnet.

Question: What subnet and broadcast address is the IP address 172.16.50.97 255.255.255.224

a member of?

Answer: 256 — 224 = 32, 64, 96, 128. The subnet is 172.16.50.96, and the broadcast must
be 172.16.50.127 since 50.128 is the next subnet.

Question: What subnet and broadcast address is the IP address 172.16.10.10 255.255.255.192
a member of?

Answer: 256 —192 = 64. This address must be in the 172.16.10.0 subnet, and the broadcast
must be 172.16.10.63.

Question: What subnet and broadcast address is the IP address 172.16.10.10 255.255.255.252
a member of?
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Answer: 256 — 252 = 4. The subnet is 172.16.10.8, with a broadcast of 172.16.10.11.
Question: What is the subnet and broadcast address of the host 172.16.88.255/20?

Answer: What is a /20? If you can’t answer this, you can’t answer this question, can you?
A /20 is 255.255.240.0, which gives us a block size of 16 in the third octet, and since no
subnet bits are on in the fourth octet, the answer is always 0 and 255 in the fourth octet.
0, 16, 32, 48, 64, 80, 96...bingo. 88 is between 80 and 96, so the subnet is 80.0 and the
broadcast address is 95.255.

Subnetting Class A Addresses

Class A subnetting is not performed any differently from Classes B and C, but there are 24 bits
to play with instead of the 16 in a Class B address and the 8 in a Class C address.
Let’s start by listing all the Class A subnets:

255.128.0.0 (/9 255.255.240.0 (/20)
255.192.0.0 (/10) 255.255.248.0 (/2D)
255.224.0.0 (/11) 255.255.252.0 (/22)
255.240.0.0 (/12) 255.255.254.0 (/23)
255.248.0.0 (/13) 255.255.255.0 (/24)
255.252.0.0 (/14) 255.255.255.128 (/25)
255.254.0.0 (/15) 255.255.255.192  (/26)
255.255.0.0 (/16) 255.255.255.224 (/27)
255.255.128.0 (/17) 255.255.255.240 (/28)
255.255.192.0 (/18) 255.255.255.248 (/29)
255.255.224.0 (/19) 255.255.255.252  (/30)

That’s it. You must leave at least 2 bits for defining hosts. And I hope you can see the pattern
by now. Remember, we’re going to do this the same way as a Class B or C subnet. It’s just that,
again, we simply have more host bits.

Subnetting Practice Examples: Class A Addresses

When you look at an IP address and a subnet mask, you must be able to distinguish the bits used
for subnets from the bits used for determining hosts. This is imperative. If you’re still struggling
with this concept, please reread the preceding “IP Addressing” section. It shows you how to
determine the difference between the subnet and host bits, and should help clear things up.

Practice Example #1A: 255.255.0.0 (/16)

Class A addresses use a default mask of 255.0.0.0, which leaves 22 bits for subnetting since you
must leave 2 bits for host addressing. The 255.255.0.0 mask with a Class A address is using
8 subnet bits.

= Subnets? 28 = 256.
= Hosts? 216 -2 = 65,534.
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= Valid subnets? 256 —255=1.0, 1, 2, 3, etc. (all in the second octet). The subnets would
be 10.0.0.0, 10.1.0.0, 10.2.0.0, 10.3.0.0, etc., up to 10.255.0.0.

= Broadcast address for each subnet?
= Valid hosts?

The following table shows the first two and last two subnets, valid host range, and broadcast
addresses for the private Class A 10.0.0.0 network:

Subnet 10.0.0.0 10.1.0.0 ... 10.254.0.0 10.255.0.0
First host 10.0.0.1 10.1.0.1 ... 10.254.0.1 10.255.0.1
Last host 10.0.255.254 10.1.255.254 ... 10.254.255.254  10.255.255.254
Broadcast  10.0.255.255 10.1.255.255 ... 10.254.255.255 10.255.255.255

Practice Example #2A: 255.255.240.0 (/20)

255.255.240.0 gives us 12 bits of subnetting and leaves us 12 bits for host addressing.
*  Subnets? 212 = 4096.

= Hosts? 212 -2 = 4094.

*  Valid subnets? 256 — 240 = 16. The subnets in the second octet are a block size of 1 and the
subnets in the third octet are 0, 16, 32, etc.

*  Broadcast address for each subnet?
= Valid hosts?

The following table shows some examples of the host ranges—the first three and the
last subnets:

Subnet 10.0.0.0 10.0.16.0 10.0.32.0 10.0.240.0
First host 10.0.0.1 10.0.16.1 10.0.32.1 10.0.240.1
Last host 10.0.15.254  10.0.31.254  10.0.47.254 ... 10.0.255.254
Broadcast 10.0.15.255  10.0.31.255  10.0.47.255 ... 10.0.255.255

Practice Example #3A: 255.255.255.192 (/26)

Let’s do one more example using the second, third, and fourth octets for subnetting.
= Subnets? 218 = 262,144.

=  Hosts? 26 -2 = 62.

= Valid subnets? In the second and third octet, the block size is 1 and in the fourth octet the
block size is 64.

*  Broadcast address for each subnet?
= Valid hosts?
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The following table shows the first four subnets and their valid hosts and broadcast
addresses in the Class A 255.255.255.192 mask:

Subnet 10.0.0.0 10.0.0.64 10.0.0.128 10.0.0.192
First host 10.0.0.1 10.0.0.65 10.0.0.129 10.0.0.193
Last host 10.0.0.62 10.0.0.126 10.0.0.190 10.0.0.254
Broadcast 10.0.0.63 10.0.0.127 10.0.0.191 10.0.0.255

The following table shows the last four subnets and their valid hosts and broadcast
addresses:

Subnet 10.255.255.0 10.255.255.64 10.255.255.128  10.255.255.192
First host 10.255.255.1 10.255.255.65 10.255.255.129  10.255.255.193
Last host 10.255.255.62  10.255.255.126 10.255.255.190  10.255.255.254
Broadcast 10.255.255.63  10.255.255.127 10.255.255.191  10.255.255.255

Subnetting in Your Head: Class A Addresses

This sounds hard, but as with Class C and Class B, the numbers are the same; we just start in
the second octet. What makes this easy? You only need to worry about the octet that has the
largest block size (typically called the interesting octet; one that is something other than 0 or

255)—for example, 255.255.240.0 (/20) with a Class A network. The second octet has a block
size of 1, so any number listed in that octet is a subnet. The third octet is a 240 mask, which

means we have a block size of 16 in the third octet. If your host ID is 10.20.80.30, what is your
subnet, broadcast address, and valid host range?

The subnet in the second octet is 20, but the third octet is in block sizes of 16, so we’ll just
count them out: 0, 16, 32, 48, 64, 80, 96... bingo! (By the way, you can count by sixteens by
now, right?) This makes our subnet 10.20.80.0, with a broadcast of 10.20.95.255 because the
next subnet is 10.20.96.0. The valid host range is 10.20.80.1 through 10.20.95.254. Yes, you
can do this in your head if you just know your block sizes!

Variable Length Subnet Masks (VLSMs)

You could easily devote an entire chapter to Variable Length Subnet Masks (VLSMs), but
instead ’'m going to show you a simple way to take one network and create many networks
using subnet masks of different lengths on different types of network designs. This is called
VLSM networking, and does bring up another subject  mentioned at the beginning of this chap-
ter: classful and classless networking.
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Neither RIPv1 nor IGRP routing protocols has a field for subnet information, so the subnet
information gets dropped. What this means is that if a router running RIP has a subnet mask of
a certain value, it assumes that all interfaces within the classful address space have the same subnet
mask. This is called classful routing, and RIP and IGRP are both considered classful routing pro-
tocols. (I’ll be talking more about RIP and IGRP in Chapter 5, “IP Routing.”) If you mix and
match subnet mask lengths in a network running RIP or IGRP, that network just won’t work!

Classless routing protocols, however, do support the advertisement of subnet information.
Therefore, you can use VLSM with routing protocols such as RIPv2, EIGRP, or OSPF. (EIGRP
and OSPF will be discussed in detail in Chapter 6.) The benefit of this type of network is that
you save a bunch of IP address space with it.

As the name suggests, with VLSMs we can have different subnet masks for different subnets.
Look at Figure 3.1 to see an example of why VLSM networks are so beneficial.

FIGURE 3.1 Typical Classful Network
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In this figure, you’ll notice that we have two routers each with a LAN, and connected
together with a WAN serial link. In a typical classful network design (RIP or IGRP routing
protocols), we could subnet a network as follows:

192.168.10.0 = Network

255.255.255.224 = Mask

Our subnets would be (you know this part, right?) 0, 32, 64, 96, 128, 160, 192, and 224.
We can then assign three subnets to our three networks. But how many hosts are available on
each network? Well, as you should be well aware of by now, each subnet provides 30 hosts.
This means that each LAN has 30 valid hosts, but the point-to-point WAN link also has 30
valid hosts. All hosts and router interfaces have the same subnet mask—again, this is called
classful routing.

The only problem here is that the link between the two routers will never use more than two
valid hosts! That wastes valuable IP address space, and it’s the very reason we’re going to talk
about VLSM network design. Following our discussion of VLSM design, we will look at how
to implement VLSM networks.
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VLSM Design

It’s time to jump into how to design and implement VLSM networks. First, let’s take a look
at a classful network, and then redesign the IP address scheme to work with VLSM. Check out
Figure 3.2. It has a network with 14 subnets running only classful addressing.

FIGURE 3.2 Fourteen subnets with no VLSM applied

The mask of 255.255.255.240 (/28) provides 14 subnets, each with 14 hosts.
All hosts and router interfaces use the same subnet mask.

® @ @ |® ® @

FO/0  FOA FO/0  FO/1 FO/0  FOA
— —~ 2 — 2
Lo Lo ed Lo
S0/ S0/ S0/
)
S0/ S0/0

r}i S0/0 r}; S0/0 .’\;i

Lab,_ § Lab_| ~50/1 " Lab_

so'/o :0'/0 Eo'/o
© o e

To figure out how many networks you have, you need to count the router interfaces in
Figure 3.2. It’s OK if you don’t understand the difference between the F0/0, F0/1, S0/0, etc.,
in the figure, because you’ll learn about those in the next chapter. For now, just understand that
the F0/0 is a FastEthernet LAN interface and the S0/0 is a WAN connection. Each interface is
its own subnet or network. The WAN links between two routers are one subnet, and each router
must have a valid host address on that configured subnet for the two routers to be able to com-
municate with each other.

The only IP subnet option for the network design in Figure 3.2 is to use the 255.255.255.240
mask, because this will give us 16 subnets, each with 14 hosts. In Figure 3.2, the circled numbers
are the subnets assigned to the network that’s connected to the router interface.

But the WAN links are point-to-point, and use only two IP addresses. So we’re basically
wasting 12 valid host addresses per WAN link! Let’s take a look at Figure 3.3.

Remember, we can use different size masks on each interface. If we do that, we get 2 hosts per
WAN interface and 14 hosts per LAN interface—nice! It makes a huge difference—not only can we
get more hosts on a LAN, we still have room to add more WANs and LANs on the same network.

In Figure 3.3, each LAN has a /28 or 255.255.255.240 mask, which provides each LAN with
14 hosts, but each WAN used the /30 or 255.255.255.252 mask. Are you wondering why the sub-
nets are listed as they are? Why the WAN links are subnets 4, 8, 12, 16, and 20, and the LANs
start at subnet 32, and work in blocks of 16 up to subnet 160? Good—glad you’re thinking about
that! You’re on the right track. The rest of the section will explain how all this came to be.
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FIGURE 3.3 Fourteen subnets with VLSM applied
By using a VSLM design, we save address space!

192.168.1.32/28 192.168.1.48/28 192.168.1.96/28 192.168.1.112/28

192.168.1.64/28‘ ‘192.168.1.80/28
FOI/O FO/1 FOI/U FO/1 FQ/O FoA

’\A}’« ’\‘:/\-/’\ "\,}’«
' Lab_I’ X Lab_E’ X Lab_F’
S0/ S0/ S0A

192.168.1.4/30 192.168.1.8/30 192.168.1.12/30

S0/0 S0/0
.’\‘_«Cci S0/0 .N;:,i S0/0 ’\.;:ci
Lab_, Lab_| S0/1% Lab_|
FO/0 192.168.1.16/30 FO/0 192.168.1.20/30 FO/0

‘192.168.1.128/28 ‘192.168.1.144/28 192.168.1.160/28

@ Real World Scenario
Why bother with VLSM design?

You have just been hired to a new company and need to add onto the existing network. There
is no problem with starting over with a new IP address scheme. Should you use a VLSM class-
less network or a classful network?

Let’s just say you happen to have plenty of address space because you are using the Class A
10.0.0.0 private network address in your corporate environment and can’t even come close to
imagining that you’d ever run out of IP addresses. Why would you want to bother with the
VLSM design process?

Good question. There's a good answer too!

Because by creating contiguous blocks of addresses to specific areas of your network, you can
then easily summarize your network and keep route updates with a routing protocol to a min-
imum. Why would anyone want to advertise hundreds of networks between buildings, when
you can just send one summary route between buildings and achieve the same result?
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If you're confused about what summary routes are, let me explain. Summarization, also called
supernetting, provides route updates in the most efficient way possible by adverting many
routes in one advertisement instead of individually. This saves a ton of bandwidth and mini-
mizes router processing. As always, you use blocks of addresses (remember that block sizes
are used in all sorts of networks) to configure your summary routes and watch your network’s
performance hum.

But know that summarization only works if you design your network carefully. If you carelessly
hand out IP subnets to any location on the network, you'll notice straight up that you no longer
have any summary boundaries. And you won’t get very far with creating summary routes with-
out those, so watch your step!

Implementing VLSM Networks

To create VLSMs quickly and efficiently, you need to understand how block sizes and charts
work together to create the VLSM masks. Table 3.5 shows you the block sizes used when cre-
ating VLSMs with Class C networks. For example, if you need 25 hosts, then you’ll need a block
size of 32. If you need 11 hosts, you’ll use a block size of 16. Need 40 hosts? Then you’ll need
a block of 64. You cannot just make up block sizes—they’ve got to be the block sizes shown in
Table 3.7. So memorize the block sizes in this table—it’s easy. They’re the same numbers we
used with subnetting!

TABLE 3.7 BlockSizes

Prefix Mask Hosts Block Size
/25 128 126 128

/26 192 62 64

127 224 30 32

/28 240 14 16

/29 248 6 8

/30 252 2 4

The next step is to create a VLSM table. Figure 3.4 shows you the table used in creating a
VLSM network. The reason we use this table is so we don’t accidentally overlap networks.
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The VLSM table
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You’ll find the sheet shown in Figure 3.4 very valuable, because it lists every block size you
can use for a network address. Notice that the block sizes are listed starting from a block size
of 4, all the way to a block size of 128. If you have two networks with block sizes of 128, you’ll
quickly see that you only can have two networks. With a block size of 64, you can only have
four networks, and so on, all the way to having 64 networks if you only use block sizes of four.
Remember that this takes into account that you are using the command ip subnet-zero in
your network design.

Now, just fill in the chart in the lower-left corner, and then add the subnets to the worksheet
and you’re good to go.

So let’s take what we’ve learned so far about our block sizes and VLSM table and create a
VLSM using a Class C network address 192.168.10.0 for the network in Figure 3.5. Then fill
out the VLSM table, as shown in Figure 3.6.

FIGURE 3.5 AVLSM network, example one
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We still have plenty of room for growth with this VLSM network design. We never could
accomplish that with one subnet mask.

In Figure 3.5, we have four WAN links and four LANs connected together. We need to create
a VLSM network that will allow us to save address space. Looks like we have two block sizes
of 32, a block size of 16, and a block size of 8, and our WANs each have a block size of 4. Take
a look and see how I filled out our VLSM chart in Figure 3.6.
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A VLSM table, example one
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FIGURE 3.7 VLSM network, example two
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Let’s do another one. Figure 3.7 shows a network with 11 networks, two block sizes of 64,
one of 32, five of 16, and three of 4.

First, create your VLSM table and use your block size chart to fill in the table with the sub-
nets you need. Figure 3.8 shows a possible solution.

Notice that we filled in this entire chart and only have room for one more block size of 4!
Only with a VLSM network can you provide this type of address space savings.

Keep in mind that it doesn’t matter where you start your block sizes as long as you always
count from zero. For example, if you had a block size of 16, you must start at 0 and count from
there—0, 16, 32, 48, etc. You can’t start a block size of 16 from, say, 40 or anything other than
increments of 16.

Here’s another example. If you had block sizes of 32, you must start at zero like this: 0, 32,
64, 96, etc. Just remember that you don’t get to start wherever you want, you must always start
counting from zero. In the example in Figure 3.8, I started at 64 and 128, with my two block
sizes of 64. 1 didn’t have a lot of choice, because my options are 0, 64, 128, and 192. However,
I added the block size of 32, 16, 8, and 4 wherever I wanted just as long as they were in the cor-
rect increments of that block size.

One last example on VLSM design before we move onto summarization. Okay—you have
three locations you need to address, and the IP network you have received is 192.168.55.0 to
use as the addressing for the entire network. You’ll use ip subnet-zero and RIPv2 as the
routing protocol (RIPv2 supports VLSM networks, RIPv1 does not—both of them will be
discussed in Chapter 5). Figure 3.9 shows the network diagram and the IP address of the
RouterA SO0/0 interface.
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VLSM table, example two
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FIGURE 3.9 VLSM design example
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From the list of IP addresses on the left of the figure, which IP address will be placed in each
router’s FastEthernet 0/0 interface and serial 0/1 of RouterB?

To answer this question, first look for clues in Figure 3.9. The first clue is that interface S0/0
on RouterA has IP address 192.168.55.2/30 assigned, which makes for an easy answer. A /30, as
you know, is 255.255.255.252, which gives you a block size of 4. Your subnets are 0, 4, 8, etc.
Since the known host has an IP address of 2, the only other valid host in the zero subnet is 1, so
the third answer down is what you want for the s0/1 interface of RouterB.

The next clues are the listed number of hosts for each of the LANs. RouterA needs 7 hosts,
a block size of 16 (/28); RouterB needs 90 hosts, a block size of 128 (/25); and RouterC needs
23 hosts, a block size of 32 (/27).

Figure 3.10 shows the answers to this question.

FIGURE 3.10 Solution to VLSM design example
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Once you figured out the block size needed for each LAN, this was actually a pretty simple
question—all you need to do is look for the right clues—and, of course, know your block sizes.

Summarization

Summarization, also called route aggregation, allows routing protocols to advertise many net-
works as one address. The purpose of this is to reduce the size of routing tables on routers to
save memory, which also shortens the amount of time for IP to parse the routing table and find
the path to a remote network.

Figure 3.11 shows how a summary address would be used in an internetwork.

FIGURE 3.11 Summary address used in an internetwork
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Summarization is actually somewhat simple because all you really need to have down are the
block sizes that we just used in learning subnetting and VLSM design. For example, if you
wanted to summarize the following networks into one network advertisement, you just have to
find the block size first, then you can easily find your answer:

192.168.16.0 through networks 192.168.31.0

What’s the block size? There are exactly sixteen Class C networks, so this neatly fits into a
block size of 16.

Okay, now that you know the block size, you can find the network address and mask used
to summarize these networks into one advertisement. The network address used to advertise the
summary address is always the first network address in the block—in this example, 192.168.16.0.
To figure out a summary mask, in this same example, what mask is used to get a block size of 16?
Yes, 240 is correct. This 240 would be placed in the third octet—the octet where we are summa-
rizing. So, the mask would be 255.255.240.0.

4 You'll learn how to apply these summary addresses to a router in Chapter 6.
ITE

Here’s another example:

Networks 172.16.32.0 through 172.16.50.0

This is not as clean as the previous example, because there are two possible answers, and
here’s why: Since you’re starting at network 32, your options for block sizes are 4, 8, 16, 32,
64, etc. and block sizes of 16 and 32 could work as this summary address.
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= Answer #1: If you used a block size of 16, then the network address is 172.16.32.0 with a
mask of 255.255.240.0 (240 provides a block of 16). However, this only summarizes from
32 to 47, which means that networks 48 through 50 would be advertised as single net-
works. This is probably the best answer, but that depends on your network design. Let’s
look at the next answer.

= Answer #2: If you used a block size of 32, then your summary address would still be
172.16.32.0, but the mask would be 255.255.224.0 (224 provides a block of 32). The pos-
sible problem with this answer is that it will summarize networks 32 to 63 and we only have
networks 32 to 50. No worries if you’re planning on adding networks 51 to 63 later into
the same network, but you could have serious problems in your internetwork if somehow
networks 51 to 63 were to show up and be advertised from somewhere else in your net-
work! This is the reason why answer number one is the safest answer.

Let’s take a look at one more example, but let’s look at it from a host’s perspective:

Your summary address is 192.168.144.0/20—what’s the range of host addresses that would be
forwarded according to this summary? The /20 provides a summary address of 192.168.144.0
and mask of 255.255.240.0.

The third octet has a block size of 16, and starting at summary address 144, the next block
of 16 is 160, so our network summary range is 144 to 159 in the third octet (again, you MUST
be able to count in sixteens!).

A router that has this summary address in the routing table will forward any packet with
destination IP addresses of 192.168.144.1 through 192.168.159.254.

To summarize this summarization section: All you need to know is your block sizes, and
finding and applying summary addresses and masks is then simple. But if, for example, you
don’t know what a /20 is, or can’t count by sixteens, you simply will not pass the CCNA exam!

Troubleshooting IP Addressing

Troubleshooting IP addressing is obviously an important section of this chapter and this book
because trouble always happens—it’s just a matter of time! And you must be able to determine
and fix a problem on an IP network whether you’re at work or at home. This section will teach
you the “Cisco way” of troubleshooting IP addressing.

Let’s go over the troubleshooting steps that Cisco uses first. These are pretty simple, but
important nonetheless. Pretend you’re at a customer host and they’re complaining that their
host cannot communicate to a server, which just happens to be on a remote network. Here are
the four troubleshooting steps Cisco recommends:

1. Open a DOS window and ping 127.0.0.1. This is the diagnostic or loopback address, and
if you get a successful ping, your IP stack is then considered to be initialized. If it fails, then
you have an IP stack failure and need to reinstall TCP/IP on the host.

2. From the DOS window, ping the IP address of the local host. If that’s successful, then your
Network Interface Card (NIC) card is functioning. If it fails, then there is a problem with
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the NIC card. This doesn’t mean that a cable is plugged into the NIC, only that the IP pro-
tocol stack on the host can communicate to the NIC.

3. From the DOS window, ping the default gateway (router). If the ping works, it means that
the NIC is plugged into the network and can communicate on the local network. If it fails,
then you have a local physical network problem that could be happening anywhere from
the NIC to the router.

4. If steps 1 through 3 were successful, try to ping the remote server. If that works, then you
know that you have IP communication between the local host and the remote server. You
also know that the remote physical network is working.

If the user still can’t communicate with the server after steps 1 through 4 are successful, then
you probably have some type of name resolution problem, and need to check your Domain
Name Server (DNS) settings. But if the ping to the remote server fails, then you know you have
some type of remote physical network problem, and need to go to the server and work through
steps 1 through 3 until you find the snag.

Once you’ve gone through all these steps, what do you do if you find a problem? How do
you go about fixing an IP address configuration error? Let’s move on and discuss how to deter-
mine the IP address problems and how to fix them.

Determining IP Address Problems

It’s common for a host, router, or other network device to be configured with the wrong IP
address, subnet mask, or default gateway. Because this happens way too often, I’'m going to
teach you how to both determine and fix IP address configuration errors.

Once you’ve worked through the four basic steps of troubleshooting and determined there’s
a problem, you obviously then need to find and fix it. It really helps to draw out the network
and IP addressing scheme, unless you’re lucky and it’s already done. If so, go buy a lottery ticket,
because though this should be done, it rarely is. And if it is, it’s usually outdated or inaccurate
anyway, but typically it is not done and you’ll probably just have to bite the bullet and start
from scratch.

) I'll show you how to draw out your network using CDP in Chapter 9: “Managing
TE a Cisco Internetwork.”

Once you have your network accurately drawn out, including the IP addressing scheme,
you then need to verify each host’s IP address, mask, and default gateway address to deter-
mine the problem (I’'m assuming you don’t have a physical problem, or if you did, you’ve
already fixed it).

Let’s check out the example illustrated in Figure 3.12. A user in the Sales department calls
and tells you that she can’t get to ServerA in the Marketing department. You ask her if she can
get to ServerB in the Marketing department, but she doesn’t know because she doesn’t have
rights to log on to that server. What do you do?
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FIGURE 3.12 [P Address Problem 1
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You ask the client to go through the four troubleshooting steps that we learned about in the
above section. Steps 1 through 3 work, but step 4 fails. By looking at the figure, can you deter-
mine the problem? Look for clues in the network drawing. First, the WAN link between the
Lab_A router and the Lab_B router shows the mask as a /27. You should already know this
mask is 255.255.255.224 and then determine that all networks are using this mask. The net-
work address is 192.168.1.0. What are our valid subnets and hosts? 256 — 224 = 32, so this
makes our subnets 32, 64, 96, 128, etc. So, by looking at the figure, you can see that subnet 32
is being used by the Sales department, the WAN link is using subnet 96, and the Marketing
department is using subnet 64.

Now you’ve got to determine what the valid host ranges are for each subnet. From what you
learned at the beginning of this chapter, you should now be able to easily determine the subnet
address, broadcast addresses, and valid host ranges. The valid hosts for the Sales LAN are 33
through 62—the broadcast address is 63 because the next subnet is 64, right? For the Marketing
LAN, the valid hosts are 65 through 94 (broadcast 95), and for the WAN link, 97 through 126
(broadcast 127). By looking at the figure, you can determine that the default gateway on the
Lab_B router is incorrect. That address is the broadcast address of the 64 subnet so there’s no
way it could be a valid host.

Did you get all that? Maybe we should try another one, just to make sure. Figure 3.13 has
anetwork problem. A user in the Sales LAN can’t get to ServerB. You have the user run through
the four basic troubleshooting steps and find that the host can communicate to the local net-
work, but not to the remote network. Find and define the IP addressing problem.

If you use the same steps used to solve the last problem, you can see first that the WAN link
again provides the subnet mask to use— /29 or 255.255.255.248. You need to determine what
the valid subnets, broadcast addresses, and valid host ranges are to solve this problem.
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FIGURE 3.13 |IP Address Problem 2
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The 248 mask is a block size of 8 (256 — 248 = 8), so the subnets both start and increment
in multiples of 8. By looking at the figure, the Sales LAN is in the 24 subnet, the WAN is in the
40 subnet, and the Marketing LAN is in the 80 subnet. Can you see the problem yet? The valid
host range for the Sales LAN is 25-30, and the configuration appears correct. The valid host
range for the WAN link is 41-46, and this also appears correct. The valid host range for the 80
subnet is 81-86, with a broadcast address of 87 because the next subnet is 88. ServerB has been
configured with the broadcast address of the subnet.

OK, now that you can figure out misconfigured IP addresses on hosts, what do you do if a
host doesn’t have an IP address and you need to assign one? What you need to do is look at other
hosts on the LAN and figure out the network, mask, and default gateway. Let’s take a look at
a couple of examples of how to find and apply valid IP addresses to hosts.

If you need to assign a server and router IP addresses on a LAN and the subnet assigned on
that segment is 192.168.20.24/29, and the router needs to be assigned the first usable address
and the server the last valid host ID, what are the IP address, mask, and default gateway
assigned to the server?

To answer this, you must know that a /29 is a 255.255.255.248 mask, which provides a
block size of 8. The subnet is known as 24, the next subnet in a block of 8 is 32, so the broadcast
address of the 24 subnet is 31, which makes the valid host range 25-30.

Server IP address: 192.168.20.30
Server mask: 255.255.255.248
Default gateway: 192.168.20.25 (router’s IP address)

As another example, let’s take a look at Figure 3.14 and solve this problem.
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FIGURE 3.14 Find the valid host

RouterA

By looking at the router’s IP address on Ethernet0, what IP address, subnet mask, and valid
host range could be assigned to the host?

The IP address of the router’s Ethernet0 is 192.168.10.33/27. As you already know, a
/27 is a 224 mask with a block size of 32. The router’s interface is in the 32 subnet. The next
subnet is 64, so that makes the broadcast address of the 32 subnet 63 and the valid host
range 33-62.

Host IP address: 192.168.10.34-62 (any address in the range except for 33, which is
assigned to the router).

Mask: 255.255.255.224
Default gateway: 192.168.10.33

Figure 3.15 shows two routers with Ethernet configurations already assigned. What are the
host addresses and subnet masks of hosts A and B?

RouterA has an IP address of 192.168.10.65/26 and RouterB has an IP address of 192.168.10.33/
28. What are the host configurations? RouterA Ethernet0 is in the 192.168.10.64 subnet and RouterB
EthernetO is in the 192.168.10.32 network.

Host A IP address: 192.168.10.66-126
Host A mask: 255.255.255.192

Host A default gateway: 192.168.10.65
Host B IP address: 192.168.10.34-62
Host B mask: 255.255.255.240

Host B default gateway: 192.168.10.33

Just a couple more examples and then this chapter is history. Hang in there!
Figure 3.16 shows two routers; you need to configure the S0/0 interface on RouterA. The
network assigned to the serial link is 172.16.17.0/22. What IP address can be assigned?
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FIGURE 3.15 Find the valid host #2
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FIGURE 3.16 Findthe valid host address #3
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First, you must know thata /22 CIDR is 255.255.252.0, which makes a block size of 4 in the
third octet. Since 17 is listed, the available range is 16.1 through 19.254; so, for example, the
IP address SO/0 could be 172.16.18.255 since that’s within the range.

Okay, last one! You have one Class C network ID, and you need to provide one usable sub-
net per city, while allowing enough usable host addresses for each city specified in Figure 3.17.
What is your mask?

Actually, this is probably the easiest thing you’ve done all day! I count five subnets needed
and the Wyoming office needs 16 users (always look for the network that needs the most
hosts). What block size is needed for the Wyoming office? 32. (Remember, you cannot use a
block size of 16 because you always have to subtract 2!) What mask provides you with a block
size of 32? 224. Bingo! This provides 8 subnets, each with 30 hosts.

FIGURE 3.17 Find the valid subnet mask
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You’re done, the diva has sung, the chicken has crossed the road...whew! OK, take a good
break (but skip the shot and the beer for now), then come back and go through the written and
review questions.

Summary

Did you read Chapters 2 and 3 and understand everything on the first pass? If so, that is fantastic—
congratulations! The thing is, you probably got lost a couple of times—and as 1 told you, that’s what
usually happens, so don’t stress. Don’t feel bad if you have to reread each chapter more than once,

or even ten times before you’re truly good to go.

This chapter provided you with an important understanding of IP subnetting. After reading
this chapter, you should be able to subnet IP addresses in your head.

You should also know how to design and implement VLSM networks. Although I gave you a
lot more information in this section than you’ll find on the CCNA exam, having the background
and understanding of VLSM networks is that important. And it’s really not all that difficult if you
just understand the process of block sizes and how to use them. Once you thoroughly understand
block sizes and VLSM design, you should be able to summarize as discussed in this chapter.

You should also understand the Cisco troubleshooting methods. You must remember the
four steps that Cisco recommends you take when trying to narrow down exactly where a net-
work problem/IP addressing problem is, and then know how to proceed systematically in order
to fix the problem. In addition, you should be able to find valid IP addresses and subnet masks
by looking at a network diagram.

Exam Essentials

Remember the steps to subnet in your head. Understand how IP addressing and subnetting
work. First, determine your block size by using the 256-subnet mask math. Then count your
subnets and determine the broadcast address of each subnet—it is always the number right
before the next subnet. Your valid hosts are the numbers between the subnet address and the
broadcast address.

Understand the various block sizes. This is an important part of understanding IP addressing
and subnetting. The valid block sizes are always 4, 8, 16, 32, 64, 128, etc. You can determine
your block size by using the 256-subnet mask math.

Remember the four diagnostic steps. The four simple steps that Cisco recommends for trou-
bleshooting are: ping the loopback address, ping the NIC, ping the default gateway, and ping
the remote device.

You must be able to find and fix an IP addressing problem. Once you go through the four trou-
bleshooting steps that Cisco recommends, you must be able to determine the IP addressing problem
by drawing out the network and finding the valid and invalid hosts addressed in your network.
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Written Lab 3

Werite the subnet, broadcast address, and valid host range for each of the following:
172.16.10.5/25
172.16.10.33/27
172.16.10.65/26
172.16.10.17/30
172.16.10.33/28
192.168.100